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Supercomputing Challenge Vision
The Vision of the Supercomputing Challenge is to be a nationally
recognized program that promotes computational thinking in
science and engineering so that the next generation of high school
graduates is better prepared to compete in an information-based
economy.

Supercomputing Challenge Mission
The Mission of the Supercomputing Challenge is to teach teams of middle and high schools
students how to use powerful computers to analyze, model and solve real world problems.

About the Supercomputing Challenge
The Supercomputing Challenge (the Challenge) is an exciting program that offers a truly unique
experience to students in our state. The opportunity to work on the most powerful computers in
the world is currently available to only a very few students in the entire United States, but in
New Mexico, it is just one of the benefits of living in the "Land of Enchantment."
The Challenge is a program encompassing the school year in which teams of students complete
science projects using high-performance supercomputers. Each team of up to five students and a
sponsoring teacher defines and works on a single computational project of its own choosing.
Throughout the program, help and support are given to the teams by their project advisors and
the Challenge organizers and sponsors.
The Challenge is open to all interested students in grades 5 through 12 on a nonselective basis.
The program has no grade point, class enrollment or computer experience prerequisites.
Participants come from public, private, parochial and home-based schools in all areas of New
Mexico. The important requirement for participating is a real desire to learn about science and
computing.
Challenge teams tackle a range of interesting problems to solve. The most successful projects
address a topic that holds great interest for the team. In recent years, ideas for projects have come
from Astronomy, Geology, Physics, Ecology, Mathematics, Economics, Sociology, and
Computer Science. It is very important that the problem a team chooses is what we call "real
world" and not imaginary. A "real world" problem has measurable components. We use the term
Computational Science to refer to science problems that we wish to solve and explain using
computer models.
Those teams who make significant progress on their projects can enter them in the competition
for awards of cash and scholarships. Team trophies are also awarded for: Teamwork, Best
Written Report, Best Professional Presentation, Best Research, Creativity and Innovation,
Environmental Modeling, High Performance, Science is Fun and the Judges' Special Award, just
to name a few.
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The Challenge is offered at minimal cost to the participants or the school district. It is sponsored
by a partnership of federal laboratories, universities, and businesses. They provide food and
lodging for events such as the kickoff conference during which students and teachers are shown
how to use supercomputers, learn programming languages, how to analyze data, write reports
and much more.
These sponsors also supply time on the supercomputers and lend equipment to schools that need
it. Employees of the sponsoring groups conduct training sessions at workshops and advise teams
throughout the year. The Challenge usually culminates with an Expo and Awards Ceremony in
the spring at Los Alamos National Laboratory. In 2017 the Expo and Awards Ceremony was
held in Albuquerque.

History
The New Mexico High School Supercomputing Challenge was conceived in 1990 by former Los
Alamos Director Sig Hecker and Tom Thornhill, president of New Mexico Technet Inc., a
nonprofit company that in 1985 set up a computer network to link the state's national
laboratories, universities, state government and some private companies. Sen. Pete Domenici,
and John Rollwagen, then chairman and chief executive officer of Cray Research Inc., added
their support.
In 2001, the Adventures in Supercomputing program formerly housed at Sandia National
Laboratories and then at the Albuquerque High Performance Computing Center at the University
of New Mexico merged with the former New Mexico High School Supercomputing Challenge to
become the New Mexico High School Adventures in Supercomputing Challenge.
In 2002, the words "High School" were dropped from the name as middle school teams had been
invited to participate in 2000 and had done well.
In the summer of 2005, the name was simplified to the Supercomputing Challenge.
In 2007, the Challenge began collaborating with the middle school Project GUTS, (Growing Up
Thinking Scientifically), an NSF grant housed at the Santa Fe Institute.
In 2013, the Challenge began collaborating with New Mexico Computer Science for All, an NSF
funded program based at the Santa Fe Institute that offers a comprehensive teacher professional
development program in Computer Science including a University of New Mexico Computer
Science course for teachers.
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2016—2017 Challenge Awards

From left: Kathy Keith, director of Los Alamos National Laboratory’s Community
Partnerships Office and Supercomputing Challenge winners Theo Goujon, Lisel Faust,
Ramona Park, Rowan Cahill, and their teachers Hope Cahill and Brian Smith, and Shaun
Cooper, New Mexico State University, who was the Awards Ceremony MC.

Santa Fe High School Students Take First Place in the 27th
Annual Supercomputing Challenge
Albuquerque, N.M., April 25, 2017 – Rowan Cahill, Lisel Faust, Theo Goujon and Ramona Park
of Santa Fe High School won first place for their project, “Urban Installation of Smog Reducing
Materials” on Tuesday at the culmination of the 27th Annual New Mexico Supercomputing
Challenge held in Albuquerque at the Jewish Community Center. Their project simulated the
effects of using smog reducing materials on the air quality in a downtown congested city.
“The goal of the yearlong event is to teach student teams how to use powerful computers to
analyze, model and solve real-world problems,” said David Kratzer of Los Alamos National
Laboratory’s High Performance Computing division, and executive director of the
Supercomputing Challenge. “Participating students improve their understanding of technology
by developing skills in scientific inquiry, modeling, computing, communications and teamwork.”
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Second place went to Anna Luisa Batista, Lily
Shevitz, and Sylvia Holesinger of Los Alamos
Middle School for their project, “Adios! Aedes
Aegypti”. They created a computer model that
simulates the interaction between wild female
mosquitoes and genetically modified organism
(GMO) males to fight the Zika disease to see how
well or effectively they control the spread of Zika.

Los Lunas High School students Jen Marie Phifer,
Zach Collins and Aaron Martin took third place
with their project, ”Rattlesnake Hunting
Regulation”. They modeled impact of rattlesnake
hunting on rattlesnake populations.
A complete list of all winning student teams is
available at the New Mexico Supercomputing
Challenge website
(http://supercomputingchallenge.org/). All final
student reports are online
(http://www.supercomputingchallenge.org/16-17/final_reports_submitted).
Scholarships worth more than $10,000 were awarded at the Supercomputing Challenge Awards
Ceremony. Many other awards were distributed ranging from random $100 gifts for finishing the
academic marathon to team prizes for teamwork, programming prowess, and environmental
impact.
Demonstrations of technology were provided by Sandia National Laboratories, the University of
New Mexico and Honeywell Aerospace during the Expo judging event at the Jewish Community
Center on April 24th. Afternoon tours for Supercomputing Challenge participants were
conducted at Ideum, Inc. http://ideum.com/, and Holman’s USA Measurement Technology
Center http://www.holmans.com/.
In conjunction with the judging Expo and Award Events, the Supercomputing Challenge held a
networking event at the National Nuclear Science and History Museum on April 24 from 5-9 PM
which was sponsored by Lockheed Martin.
About the Supercomputing Challenge
The New Mexico Supercomputing Challenge
teaches computational thinking, computer
modeling and 21st century skills such as
research, teamwork, project management,
written and oral communication to middle and
high school students throughout the state. Any
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New Mexico middle-school or high-school student, including home schooled students are
eligible to participate in the Supercomputing Challenge. Students conduct research projects on
subjects of their own choosing. This year, 58 teams representing 25 schools from around the
state submitted final reports in the Supercomputing Challenge. They spent the school year
researching scientific problems, developing sophisticated computer programs, and learning about
computer science with mentors from the state’s national laboratories and other organizations. All
the finalist teams received plaques for their schools, a large banner suitable for hanging at their
schools, and other gifts. A full list of this year’s final reports is presented at
http://www.supercomputingchallenge.org/16-17/final_reports_submitted. The Supercomputing
Challenge is sponsored by Los Alamos National Laboratory, Los Alamos National Security,
LLC, Sandia National Laboratories, and generous industry partners across the country. A
complete list of sponsors and supporters of the Challenge is on its website.
A complete list of all winning student teams is available at the New Mexico Supercomputing
Challenge website (http://www.supercomputingchallenge.org/1617/sites/default/files/2017AwardCeremonySlides.pdf).
For more than a quarter century the challenge has:
• Helped state high school graduates go on to succeed at college in STEM areas;
• improved the information-based economy of New Mexico by promoting computational
thinking;
• increased New Mexico’s international competitiveness in smart manufacturing;
• helped middle and high school students meet common core standards with academic
excellence in math modeling, science and technical writing;
• and created a culture of collegiality and professional development among the New
Mexico educator community.
The Challenge’s positive impact on New Mexico is widely acknowledged. David Williams, a
Challenge judge from IBM, said: “I’m really inspired by some of the kids I met today.” Kaley
Goatcher of Honeywell said: “The Supercomputing Challenge is a great experience for students
to get involved with science, computing, and math before entering college. The event challenges
students to change the world, one project at a time.”
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Scholarship winners were:
Jouie Barns from Melrose High to attend Clovis Community College, Ethan Wright from
Melrose High to attend New Mexico State University, James Rush from Melrose High to attend
Eastern New Mexico University, Steven Chen from Los Alamos High to attend the University of
Toronto, and Micah Sulich from Santa Fe High to attend New Mexico Institute of Mining and
Technology.
Since its inception, the Supercomputing Challenge has engaged more than 10,800 New Mexico
students in computational science projects that prepare them for future endeavors in many
science and high-technology fields. Past participants have succeeded in private industry and
national laboratories.
See a participation maps (http://supercomputingchallenge.org/16-17/node/233) for an effective
visualization of the statewide program.
About Los Alamos National Laboratory
Los Alamos National Laboratory, a multidisciplinary research institution engaged in strategic
science on behalf of national security, is operated by Los Alamos National Security, LLC, a team
composed of Bechtel National, the University of California, BWX Technologies, Inc. and URS
for the Department of Energy's National Nuclear Security Administration.
Los Alamos enhances national security by ensuring the safety and reliability of the U.S. nuclear
stockpile, developing technologies to reduce threats from weapons of mass destruction, and
solving problems related to energy, environment, infrastructure, health, and global security
concerns.
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Sponsors
The Supercomputing Challenge is sponsored by Los Alamos National Laboratory and Los
Alamos National Security, LLC.
Educational partners include The Center for Connected Learning (CCL) and Computer-Based
Modeling/NetLogo, Central New Mexico Community College, New Mexico Council for Higher
Education Computing/Communication Service (CHECS), Eastern New Mexico University, MIT
StarLogo, New Mexico Computing Applications Center, New Mexico EPSCoR, New Mexico
Highlands University, New Mexico Institute of Mining and Technology, New Mexico Public
Education Department, New Mexico State University, NMSU-Dona Ana Community College,
Northern New Mexico College, San Juan College, Santa Fe Community College, the University
of New Mexico and the UNM Center for Advanced Research Computing.
A Platinum Partner is Sandia National Laboratories.
Commercial partners are Abba Technologies/Hewlett Packard, Cray Inc., DataONE, Google,
Lockheed Martin, The Math Works, Gulfstream Group and bigbyte.cc, Vandyke Software Inc.,
Albuquerque Journal, CAaNES, ClearShark, Fourth Watch Software, Innovate Educate NM, Los
Alamos National Laboratory Foundation, Lobo Internet Services, NM Business Weekly, New
Mexico Technology Council, Qforma, Redfish Group, and Technology Integration Group.

Locations of the 2016-2017 Supercomputing Challenge teams
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Teams Finishing the Challenge and submitting final reports:
Team AlbAcad-1, Albuquerque Academy, Frequency Analysis of N-grams
Team Member: Jeremy Rifkin
Sponsor: Kevin Fowler, Mentor: Jim Mims
Team AlbAcad-3, Albuquerque Academy, Behavior Modeling in a Disaster Situation
Team Members: Eric Swiler, Bailey McCarthy
Sponsor: Kevin Fowler, Mentor: Jim Mims
Team ATC-3, Academy For Technology and the Classics, Infectivity Model
Team Members: Ben Thorp, Teddy Gonzales, Alex Baten, Ben Sheffer
Sponsor: Jenifer Hooten, Mentor: John Thorp
Team Capital-1, Capital High School, How secure is your password?
Team Members: Ariel Arrellin, Alec Nordby
Sponsors: Irina Cislaru, Barbara Teterycz
Team DesertAcad-1, Desert Academy, Bee Model
Team Members: Anna Hansen, Carmen Chamorro
Sponsor: Mario Ruiz, Mentor: Josephine Kilde
Team DesertAcad-2, Desert Academy, How Drugs Affect Dropout Rates
Team Member: Avery Phillips
Sponsor: Mario Ruiz, Mentor: Stephen Guerin
Team DesertAcad-3, Desert Academy, Phases of the Moon, Effects on Tides
Team Members: Rafael Valenzuela, Ethan Garcia, Robin Menetrey
Sponsor: Mario Ruiz, Mentor: Stephen Guerin
Team DesertAcad-4, Desert Academy, The Effect of Climate Change on Coral Growth
Team Members: James P-G, Ben Elsbrock, James Utton
Sponsor: Mario Ruiz, Mentor: Peter Lamborn
Team DesertAcad-5, Desert Academy, AFRICAN ECOSYSTEM
Team Members: Francisco Diaz, Caden Kalfin
Sponsor: Mario Ruiz, Mentor: Josephine Kilde
Team JacksonMid-1, Jackson Middle School, The Gears are Turing
Team Members: Isabella Montoya, Munia Omer, Reyanna Fromme, Savannah Phelps
Sponsor: Karen Glennon, Mentor: Neil Haagensen
Team JacksonMid-2, Jackson Middle School, What Do We Really Know?
Team Members: Quentin Dye, Brendan Kuncel
Sponsor: Karen Glennon, Mentor: Nick Bennett
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Team JacksonMid-3, Jackson Middle School, Albuquerque Balloon Fiesta Traffic
Team Members: Delaney Montoya, Kiara Onomoto
Sponsor: Karen Glennon, Mentors: Nick Bennett, Patty Meyer, Zak Cottrell
Team JacksonMid-4, Jackson Middle School, How Technology Affects The Eyes
Team Members: Tiffany Chau, Gwenevere Caouette, Kyreen White
Sponsors: Karen Glennon, Sharee Lunsford
Mentors: Patty Meyer, Nick Bennett, Jane Haagensen
Team JacksonMid-5, Jackson Middle School, Distracted Driving
Team Members: Nancy Avila, Laisbiel Garcia, Robbie Garner, Caitlin Woods
Sponsor: Karen Glennon
Team LAHS-1, Los Alamos High School,
America’s Farming Future: The Impact of Climate Change on Crop Yields
Team Member: Lillian Petersen
Sponsor: Adam Drew, Mentor: Mark Petersen
Team LAHS-3, Los Alamos High School, Efficient Retrieval of Irrational Numbers
Team Member: Elijah Pelofske
Sponsor: Adam Drew, Mentor: Gordon McDonough
Team LAHS-4, Los Alamos High School, Parameter Fitting with PSO
Team Members: Alex Ionkov, Phillip Martin
Sponsor: Adam Drew, Mentors: Latchesar Ionkov, Bill Hlavacek
Team LAHS-6, Los Alamos High School,
Green Computing: A Parallel Processing Approach on Data Encoding Problems
Team Member: Steven Chen
Sponsor: Adam Drew
Team LAMS-1, Los Alamos Middle School, Calculating the Spread of Wildfires
Team Members: Ethan Fisk, Jonathan Triplett
Sponsor: Ellie Simons, Mentor: Michael Brown
Team LAMS-2, Los Alamos Middle School, Adios! Aedes Aegypti
Team Members: Anna Luisa Batista, Lily Shevitz, Sylvia Holesinger
Sponsor: Ellie Simons
Team LAMS-4, Los Alamos Middle School/Aspen Elementary School, Solving Sudoku
Team Members: Andy Corliss, Max Corliss, Phillip Ionkov, Ming Lo
Mentors: Latchesar Ionkov, Li-Ta Lo
Team LosLunasHigh-2, Los Lunas High School, Rattlesnake Hunting Regulation
Team Members: Jen Marie Phifer, Zach Collins, Aaron Martin
Sponsor: Anne Loveless, Mentors: Creighton Edington, James Taylor
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Team LosLunasMid-1, Los Lunas Middle School, Boomerang Fractions
Team Members: Gage Zacharzuk, Maurize Aragon
Sponsor: Creighton Edington, Mentor: James Taylor
Team McCurdy-1, McCurdy Charter School,
New World Order- Tent Caterpillar Infestation in Carson National Forest
Team Members: Ramses Martinez, Isaiah Marquez, Michael Trujillo, Christopher Maestas
Sponsor: Melissa Berryhill, Mentors: Josephine Kilde, Nick Bennett
Team MelroseHigh-2, Melrose High School, COYOTES and FOXES
Team Members: Chantilly Fulgham, Gracie Sanchez, Deajha Downey
Sponsor: Alan Daugherty
Team MelroseHigh-4, Melrose High School, Fibonacci sequence
Team Members: James Rush, Jouie Barnes
Sponsor: Alan Daugherty
Team MelroseHigh-5, Melrose High School, Sun and Shadow
Team Members: James Hutson, Nathaniel Flores
Sponsors: Alan Daugherty, Donna Montague
Team MelroseHigh-6, Melrose High School, Half-Lives of Antibiotics
Team Members: Ethan Wright, Mackenzie Perkins, Rebecca Rush, Hannah Wofford
Sponsor: Alan Daugherty
Team MelroseHigh-99, Melrose High School, Bats take flight
Team Members: Marilyn Lopez, Anjalina Sanchez, Madison Garrett, Evelyn Woods
Sponsor: Alan Daugherty
Team MelroseMid-1, Melrose Middle School, Our Dirt Road Anthem.
Team Members: Hailey Martin, April Arenivar, Johanna Roybal, Katelynn Skinner, Yvonne
Fuerte
Sponsor: Alan Daugherty
Team MelroseMid-4, Melrose Middle School, Quail Population
Team Members: Tate Hill, Brody McAlister, Brady Sorgen, Brandon Garcia
Sponsor: Alan Daugherty
Team MelroseMid-99, Melrose Middle School, Blood Ivory
Team Members: Joshua Littell, Dennis Roldan, and Caitlyn Nicholson
Sponsor: Alan Daugherty
Team MesaMid-1, Mesa Middle School, Every Drop Counts
Team Members: Rylee Serrano, Gabe Agnew
Sponsor: Tracie Mikesell
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Team MesaMid-3, Mesa Middle School, Eco botany: Achoo!
Team Members: Davina Arrieta, Jennifer Lopez
Sponsor: Tracie Mikesell
Team MesaViewMid-1, Mesa View Middle School, Team Heart
Team Members: Caitlyn Birkby, Lucius Kvech, Brandon Tso
Sponsor: Tamara Gabrel
Team MesaViewMid-3, Mesa View Middle School, Astronaut Heart
Team Members: Christopher Combs, Jayden Hogue, Elizabet Romo
Sponsor: Tamara Gabrel
Team MesaViewMid-4, Mesa View Middle School, Gold King Mine Spill
Team Members: Ximena Ortiz, Daniela Gonzales
Sponsor: Tamara Gabrel
Team NewFutures-1, New Futures High School, Herd immunity
Team Members: Staicy Hernandez, Iyanla Moreno, Justin Cook
Sponsors: Mary Rafferty, Joe Vertrees, Ralph Gallegos, Diane Cabral
Team NewFutures-2, New Futures High School, Shadow Balls
Team Members: Alicia Fout, Margarita Jaramillo
Sponsors: Mary Rafferty, Joe Vertrees
Team Pinon-1, Pinon Elementary School, Checkmate with King and Queen
Team Members: Shaun Kilde, Daniel Kim
Sponsor: Scott Kilde
Team Portales-1, Portales High School,
Using Artificial Neural Networks to Play the Game of Strategic Tic Tac Toe
Team Members: Nick Brown, Christopher Leap
Sponsor: Jack Willis
Team Portales-2, Portales High School, Using Applied Physics to create a 2-D Golf game
Team Members: Porter Newell, Jesus Castillo, Harley Bendzus, Antonio Aldaz
Sponsor: Jack Willis
Team RRCA-1, Rio Rancho Cyber Academy, TAMARIX & EROSION
Team Members: Donavin Lundquist, Dylan Martinez, Sophia Mclellan, Christopher Meyer
Sponsors: Harpreet Bhullar, Harry Henderson
Team SandiaPrep-1, Sandia Preparatory School,
Openlife, Sustained Complexity of Intelligent Systems
Team Members: Eli Stone, Lucas Saldyt
Sponsor: Neal Holtschulte
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Team SanJuan-1, San Juan College High School, Establishing CH4 absorbing Zeolite towers in
the Four Corners Region and its potential for its local and global emission
Team Member: Aviendha Sena, Sepphora Llanes
Sponsor: Geizi Llanes, Mentors: Brian Seavey, Peter Lamborn
Team SanJuan-2, San Juan College High School,
Technological Singularity: Probability VS Assumption
Team Member: John Patrick Abergos, Johndenmyr Mendoza, Fillipp Salvador
Sponsor: Geizi Llanes, Mentors: Adnan Bashir, Harris Drake, Cameron Cooper
Team SanJuan-3, San Juan College High School, A load of BULL-lying
Team Member: Taylor Oehme, Joey Paul
Sponsor: Geizi Llanes
Team SanJuan-4, San Juan College High School, Exploring E-Coli
Team Members: Alex Hamilton, Jacob Ledbetter
Sponsor: Geizi Llanes
Team SanJuan-5, San Juan College High School, Would You Survive?
Team Member: Alyssa Decker
Sponsor: Geizi Llanes
Team SFHS-2, Santa Fe High School,
Emergency Evacuation Efficiency at Santa Fe High School
Team Members: Daniel Onstott, Micah Sulich, Luke Shankin, Marisa Tedori, Lileigh Thomas
Sponsors: Brian Smith, Anita Nugent
Team SFHS-3, Santa Fe High School, Urban Installation of Smog Reducing Materials
Team Members: Rowan Cahill, Lisel Faust, Theo Goujon, Ramona Park
Sponsor: Brian Smith, Mentor: Hope Cahill
Team SSMA-1, Saturday Science and Math Academy, Visualizing the Spread of Zika
Team Members: Naomi Rankin, Matuke Fomukong
Sponsor: Debra Johns, Mentor: Janeen Anderson
Team SSMA2, Saturday Science and Math Academy,
Demonstrating the Advantages of Self-Driving Cars
Team Members: Joaquín Madrid Larrañaga, Akshay Jain
Sponsor: Debra Johns, Mentor: Wayne Witzel
Team Taos-1, Taos High School, Stayin Alive, The battle against Malaria
Team Members: Diego Fristoe, Noe Garcia, Eben Bellas
Sponsor: Tracy Galligan
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Team Taos-2, Taos High School, Electrifying Extraterrestrial Transport
Team Member: Rowan Kinney
Sponsors: Tracy Galligan, Rodrigo Pacios, Mentor: John Robert Frampton
Team WYiC-1, Young Women in Computing, Using Neural Networks for Facial Recognition
Team Members: Abbi Jones-Alberson, John Cooper, Hannah Himelright, Reema Iqbal
Sponsor: Analyssa Martinez, Mentor: Rebecca Galves
Team WYiC-3, Young Women in Computing, Musically Inclined
Team Members: Hailey Himelright, Verity Summers, Louis Pate
Sponsor: Analyssa Martinez, Mentor: Patty Meyer
Team WYiC-4, Young Women in Computing, Living Through Diabetes
Team Member: Gabi Hernandez
Sponsor: Rebecca Galves, Mentor: Analyssa Martinez
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Judges
Michael Aguilar, Sandia National Laboratories
Ed Angel, Professor Emeritus UNM
Charlene Arias, Sandia National Laboratories
Sofia Bali, New Mexico State University
Richard Barrett, Sandia National Laboratory
Nick Bennett, CNM STEMulus Center
Patrick Bridges, University of New Mexico
Chuck Burch
Cheri Burch, NMNWSE/AAUW
Nils Carlson, New Mexico Institute of Mining and Technology
Scott Chadde, New Mexico Institute of Mining and Technology
Hye Clark, Central New Mexico College
Shaun Cooper, New Mexico State University
Steve Cox, Northern New Mexico College
Jesse Crawford, Sandia National Laboratories
Jorge Crichigno, Northern New Mexico College
Geoff Danielson, Sandia National Laboratories
Sharon Deland, Sandia National Laboratories
Juergen Eckert, University of South Florida
Mark Ehlen, Sandia National Laboratories
Drew Einhorn, Fourth Watch Software
Kari Erickson, New Mexico Institute of Mining and Technology
Jenniffer Estrada, Los Alamos National Laboratory
Sandy Frost, Los Alamos National Laboratory
Bandit Gangwere, QueLab
Girish Ganesan
Susan Gibbs, Project GUTS
Kaley Goatcher, Honeywell Aerospace
John Paul Gonzales, Santa Fe Institute
Stephanie Gott, New Mexico Institute of Mining and Technology
Angela Gregory, University of New Mexico
Wes Harris, New Mexico Institute of Mining and Technology
Michael Hawthorne, City of Clovis
Nels Hoenig, PNM
Clint Hubbard, Albuquerque Police Dept
David Janecky, Los Alamos National Laboratory
Elizabeth Yakes Jimenez, University of New Mexico
Heidi Jones, Honeywell Aerospace
Philip Jones, Los Alamos National Laboratory
Mia Kalish, New Mexico State University
Ryan Keith, Sandia National Laboratories
Jeff Keithley, New Mexico Institute of Mining and Technology
Josephine Kilde, Supercomputing Challenge
Larry Kilham
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Chris Koch, New Mexico Institute of Mining and Technology
Rebecca Koskela, University of New Mexico
Tina Kouri, Sandia National Laboratories
David Kratzer, Los Alamos National Laboratory
Victor Kuhns, Cray Inc.
Carene Larmat, Los Alamos National Laboratory
Maximo Lazo, Central New Mexico Community College
Johnathan Lujan, Los Alamos National Laboratory
Cheriece Margiotta, Los Alamos National Laboratory
Jordan Medlock, University of New Mexico
Raji Nambi
Kelsey Neal, Los Alamos National Laboratory
Paul Nelson, City of Clovis
James Overfelt, Sandia National Laboratories
Bruce Pitt, CTO Mountain Vector Energy
Paige Prescott, Code.org/Projects GUTS
David Price, New Mexico State University
Maureen Psaila-Dombrowski, Los Alamos National Laboratory
Jacquelyn Quesenberry
Eric Ried, Presbyterian Health Services
Dana Roberson, National Nuclear Security Administration Service Center
Teri Roberts, Los Alamos National Laboratory
Jorge Roman, Los Alamos National Laboratory
Anastasia Salizzoni, University of New Mexico
Joseph Schoonover, Los Alamos National Laboratory
Lydia Tapia, University of New Mexico
Steve Taylor, OpenMake Software
Tim Thomas, University of New Mexico
Michael Trahan, Sandia National Laboratories
Janelle Zamie, Eastern New Mexico University

Do you want to become a supporter of the Supercomputing Challenge?
Please email us at consult@supercomputingchallenge.org for details.
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Urban Installation of Smog Reducing Materials

Executive Summary
Air pollution is a major contributor to many detrimental health and environmental issues
around the world. As such, companies worldwide have been creating products aimed at passively
reducing smog concentrations in urban environments, including titanium dioxide bearing
construction materials. A continuation of our simulation from last year, this project explores the
most effective placement of these materials at various elevations, ranging from sidewalks to
rooftops via NetLogo 3D. In an effort to update and improve the model, additional research has
been conducted. This has resulted in the integration of several new subroutines, including
fluctuations in the amount of smog produced, urban wind patterns, solar progression, and
expansion of the cityscape. These additions to the code more accurately portray how effective
the materials are at neutralizing smog in an urban setting when placed at distinct heights. The
data acquired from our simulation indicates that anything other than full coverage significantly
decreases the amount of smog processed. As the expense of these materials can be prohibitive,
however, our results suggest that their application at higher elevations in the section of
Albuquerque modeled would be best for smog reduction, as well as more cost effective. A
combined bottom and middle application is also worth considering, as it is likely to result in a
lower concentration of smog at ground level and therefore a healthier environment for residents.
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Urban Installation of Smog Reducing Materials

1. Introduction (adapted from previous report)
1.1. Purpose
Over the past few years, smog has become a worldwide problem. In many areas, it
disturbs the population's daily lives and activities, ranging in severity from obstruction of long
distance vision to fatal illness. As a continuously growing threat, companies globally are inventing
new methods and materials to help reduce smog in the air, including titanium dioxide coated
products. TiO2 bearing concretes, paints, and roofing tiles have proved effective in diminishing
smog almost instantly; however, at up to six times the expense of ordinary cement they are
costly, meaning they are only economically feasible when applied where most impactful. In a
continuation of our simulation from last year, our NetLogo 3D model explored the most effective
placement of these materials at various building elevations with the intention of determining the
most economically and environmentally conducive installation. While our previous iteration
enabled us to determine the placement that maximizes smog reduction at a basic level, it did not
account for several environmental factors and was rather rudimentary in the design of the
cityscape. To this end, the model has been improved to include a more accurate cityscape,
fluctuating levels of smog production, and environmental factors such as wind and sunlight that
can impact smog and the performance of smog reducing materials.

1.2. Significance
Smog is directly responsible for various health issues in both humans and animals. These
effects include, but are not limited to: eye irritation, respiratory issues (including worsening of
asthma), cancer, and even death. The World Health Organization (WHO) has estimated that 2.4
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million people worldwide die annually from causes directly attributed to smog [1]. In fact, the
most affected countries, such as China, experience more than 4,000 casualties a day [2]. Not only
does smog negatively affect humans, but it also injures the living world in and around heavily
urbanized areas. Larger amounts of smog can inhibit the growth of plants and directly result in
the deaths of hundreds of animals [3]. Moreover, because smog is a mixture of various
greenhouse gases, it is a known contributor to global warming.

Figure 1: Harbin, China's Heilongjiang province
Source: AFP/Getty Images

On a local level, Albuquerque may not be as affected by smog as cities throughout China
or even coastal California, but the city still requires emissions testing and regular air quality
monitoring. A recent summary of the 2016 State of the Air Report found unhealthy levels of
ozone, a component of smog, in the metro area [4]. Additionally, Public Health New Mexico
stated that businesses within Bernalillo county area reportedly released over 130,000 pounds of
chemicals into the air over the last twenty years, whereas Santa Fe County only emitted 250
pounds during the same period [5]. Local topography and meteorological conditions, including
radiational cooling which results from an increase in temperature with height, or nocturnal
4
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inversion, exacerbate the problem by trapping air pollution. This is fortified by a “mountain valley
wind effect [6].”

1.3. Background
Smog is created when sunlight reacts with nitrogen oxides (NOxs) and at least one volatile
organic compound (VOC) in the atmosphere. VOCs are organic chemicals that exist in a gaseous
state at room temperature due to a low boiling point. Examples of VOCs comprise the vapors
produced by gasoline at service stations, oil-based surface coatings, solvents, fuel combustion,
and some types of vegetation. Similarly, sources of NOxs include manufacturing industries,
electricity generating stations, fossil fuel powered plants, oil refineries, pulp and paper plants,
and incinerators [7; 8]. Other compounds present in a smog sample include sulfur dioxide (SiO2),
ozone (O3), and particulate matter. As you can see, most of the particles that combine to create
smog are byproducts of industrial or combustive processes. Therefore, urban areas with
significant transportation and industrialization are more susceptible to smog and the problems it
creates.

Figure 2: Harbin, China's Heilongjiang province
Source: ChinaFotoPress/Getty Images
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Common rush hours, marked by an increased production of these particulates, further
compound these issues. These hours typically fall between 6-10 A.M. and 4-8 P.M. in larger cities.
A study published in Atmospheric Environment concludes, “Considering the combined effect of
driving behavior, vehicle volume and mix, emission factors, on- and near-road concentrations of
CO, HC, and NOx are expected to nearly double during rush hour periods as compared to freeflow periods, given similar dispersion conditions [9].”

Due, in part, to an uptick in

acceleration/deceleration events specific to intersections, this increase is even more significant
on arterial roads that feed into freeways and cut through the cityscape.
To lessen or entirely neutralize the effects of smog, construction materials, such as
concretes, paints, and roofing tiles, are being made with nanoparticles of titanium oxide (TiO2).
When exposed to sunlight, or more specifically the ultraviolet (UV) and visible light within its
spectrum, these particles act as a photocatalyst, accelerating the breakdown of the chemicals
that make up smog by exciting the electrons within the compound and causing it to be more
reactive. The titanium oxide then reacts with adsorbed surface water to create hydroxyl and
superoxides. These substances break down the NOxs that make up smog into relatively harmless
byproducts, such as oxygen, water, carbon dioxide, nitrate, sulfate, and calcium nitrate. Ideally
these substances are washed off the side of the building or structure with the next rain storm or
road washing [11]. If the reaction is incomplete, however, potentially hazardous acids, such as
nitric acid may be produced. This is mitigated by calcium carbonate, a base that is present in
concrete and asphalt, which helps to neutralize any acidic components that result from a partial
reaction. A study conducted by the Belgian Road Research Centre (BRRC) following on site
applications of titanium oxide cement shows the product works most efficiently at 5,000 Lux. A
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nearly 80% reduction in NOx concentration (ppm) is recorded at this level. At 1,000 Lux, the
removal rate drops by half to roughly 40% [12].
A key environmental factor of a city is the winds its gridiron structure creates. One of the
most influential of these city currents is the incredibly strong downdraft of wind caused by
buildings that are above the average level of rooftops. These much taller buildings catch high
velocity winds, which are then sped down the building (much like a sail on a boat) to hit street
level. Once there, they are splashed around and aid in the formation of both the Monroe and
Vortices Effects [13]. The Monroe Effect is a strong updraft along the sidewalk while the Vortices
Effect is defined by miniature, street level tornadoes that are caused by buildings with sharp turns
or corners. Fast moving wind cannot properly navigate these and cause an eddy of wind near the
corner. Additionally, the proximity of buildings within a cityscape can generate winds more than
50 mph, influencing the direction and distribution of smog. This phenomenon, commonly known
as “wind tunneling,” is a variant of the Venturi Effect. The Venturi Effect states that if a large
concentration of a substance is forced into a small (or narrow) opening, the pressure exerted
upon its exit will be greater; narrow city streets, therefore, result in higher velocity winds [14].

2. Description
2.1. Scope
Our model replicates the dispersal of smog throughout a cityscape and its removal by
titanium oxide at varying elevations from ground level to rooftops. Based on our research, the
smog originates along the roadway, disperses outward, and fluctuates periodically throughout
the day. To indicate the presence of titanium oxide in our model, a white patch coloration has
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been used. These patches communicate with the surrounding smog patches, representing the
interactions between the TiO2 particles in the concrete and NOxs in the air. The positioning of the
TiO2 relative to the sun throughout the programed day and shadowing caused by adjacent
buildings factors into the amount of smog processed. Via multiple subroutines, the code
simulates the smog’s diffusion both vertically and horizontally, and models the effect that urban
wind patterns have on this diffusion and subsequent removal. The use of patches as opposed to
agents allows for a more accurate approximation of a city and modeling of the interaction
between the smog and the buildings. To determine the effectiveness of the TiO2 coating at
various elevations, the location of the patches is changeable.

Figure 3: 25 Ticks No Coverage – 2017 Simulation
Figure 4: 25 Ticks Full Coverage – 2017 Simulation

2.2. Scaling and Set-up
In keeping with our previous model, the scaling of the patches and ticks reflects the
following research and calculations. Per the Lawrence Berkeley National Laboratory in 2008, one
square meter of TiO2 coated material can remove 200 cubic meters in one 12-hour day [15] under
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optimal conditions. Therefore, in one hour one square meter removes 16.6 cubic meters. For the
rest of the calculation, the scaling of the patches must be taken into consideration. In this
simulation, each patch is the equivalent of one story or three meters tall. Due to this, each patch
is a 3x3x3 cube and each face has an area of 9 square meters. As such, the multiplication of 16.6
by 9 results in 149.4 cubic meters. When divided by 27 (each cubic patch contains 27 cubic
meters) it can be determined that one patch can process 5.53 cubic patches of smog. Through
this we can also extrapolate that in 1 / 5.53 (≈11 minutes) of an hour one cubic patch is processed.
This data gives us two important pieces of information: one tick represents 1 / 5.53 of an hour
and during that time a single patch of smog is processed per TiO2 face. Additionally, we find that
one 12-hour day is roughly 66 ticks or 5.53 multiplied by 12. If left unchecked by a set number of
ticks, the dispersal would eventually create a state of equilibrium in which the smog added is
matched by the amount lost [16].
In an effort to increase the applicability of the code, this year’s simulation was extended
to include 12 city blocks and 21 buildings modeled after a section of downtown Albuquerque.
This is a significant change from the rudimentary city block and 8 buildings of our previous
iteration. The Albuquerque neighborhoods modeled were chosen due to the varying heights of
the buildings. The dimensions used were calculated with the following statistics. An average city
block has a length and width of 105 meters, which is roughly equivalent to 35 patches. In this
model, each block has a width of 34 patches and a length of 36 patches. Each building in the
model is the same height and relative shape as the actual buildings in downtown Albuquerque.
As previously established, 1 patch is the equivalent of one story. The tallest building in this model
is 22 patches and the shortest is 2 patches. The roads are each 4 patches wide.
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Figure 5: Section of downtown Albuquerque used
Figure 6: Model cityscape

2.3. Methods
The diffusion of smog is one of the most critical subroutines carried over from the first
iteration of our model. As the pre-built Diffusion script does not function in NetLogo 3D, the
Neighbors6 script, which allows for patches to communicate with their neighbors, is our
foundation. At each tick, all patches, excluding surfaces, will ask their neighbors in all directions,
if they are air patches and tally their response. It then divides its current concentration (or
percentage) of smog by the number of surrounding air patches plus one. When this is done, it
resets its smog concentration to this value and available adjacent patches add this number to
theirs. As this process continues, the smog disperses throughout the area from its point of origin
along the roadway. Based on the tick, smog production increases or decreases to better reflect
potential traffic. Rush hour reflects a 100% increase from free-flow time periods.
Urban wind patterns, including wind tunneling, downdrafts, and vortices, newly added to
the code this year, influence this diffusion. To simulate these winds, it is necessary to first
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establish wind direction. This is done with a variable set prior to running the program that reflects
one of the 4 cardinal directions—north, east, south, and west. From there, each air patch that is
not obstructed by a building, sets their wind variable to a number correlating to that direction.
The Neighbors script then allows air patches to determine their position relative to surfaces and
thus the effect the wind will have on any smog contained. Wind tunnels are created by
determining the position of an air patch in relation to the buildings on either side. If it is within 3
patches, half the average distance between buildings, any smog present will move rapidly in the
pre-established direction prior to diffusing. For instance, if an air patch has a variable correlated
to north and is within 3 patches of a building to the east or west of it, the smog will move north
before diffusing. Downdrafts are programmed in a similar fashion. If an air patch is within 1 patch
of a vertical surface in the direction of the wind, any smog present will move downwards. These
movements prohibit the ability of the smog to diffuse against the wind. Vortices, on the other
hand, redirect without restricting. If an air path is diagonal to the corner of a building, the
neighboring patch will divert the smog around the corner.
Sunlight, which directly affects the rate at which TiO2 can process smog, has also been
introduced to the current iteration of the code. To determine which sections of a building receive
direct sunlight, agents originating from the east, west, and top edges of the model move
downward at angles related to the time of day. These angles are calculated at each tick by taking
the number of ticks passed and multiplying it by 180/66. This number represents 180 degrees of
movement over the 66-tick day. Whenever one of these agents strikes a surface, the patch struck
changes a variable to indicate it receives direct sunlight, increasing the rate at which the smog is
removed from neighboring air patches by 100%.
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2.4. Challenges and Limitations
Throughout the process of creating our simulation we circumvented several challenges.
The most significant perhaps was the discussion surrounding the distribution of TiO2 within the
3 elevations to be tested. Many scenarios were taken into consideration. As Albuquerque is a
smaller city with not as many tall buildings, determining the placement based off the tallest
building created bias towards the bottom placement. To prevent this, the average height of the
buildings was used instead of the maximum height to determine the elevations the TiO2 was
placed at. Then the surface area of each placement was calculated to ensure that roughly the
same amount of TiO2 was applied. However, in the process of ensuring that the bottom was not
biased we created a situation in which the top, though almost equal in surface area, has a slight
advantage as it occurs over a greater number of stories. The smog, therefore, is exposed for a
longer period to the TiO2. This does not appear to have had a substantial effect on the percentage
of smog processed.
A limitation encountered is the collection and representation of the data. As the
programming and computational power required to record the concentration of every patch or
their average would be too great, the data is represented as a count of cubic meters affected by
smog. In other words, the code counts every concentration as equal and tallies each patch
containing smog. Similar cubic meter readings of smog in the various trials, therefore, could
contain very different concentrations. However, the relative concentration, smog patches to air
patches, still accurately represents the spread and dispersal of the smog particles through the
city.
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Though our code considers most of the effects on the production, diffusion, and removal
of smog, it does not account for every possible environmental variable. For instance, a key factor
in titanium oxide’s efficiency, the humidity of the surrounding air which causes smog particulates
to adhere to the photocatalytic surface [12] is not included. Nor are wind patterns caused by the
surrounding landscapes, such as Albuquerque’s nocturnal inversions.

Given the resource

intensive code, requiring a high-speed processor and large amount RAM, any additions are
limited; however, by accounting for the other key variables, minimal discrepancy would be
expected.

3. Conclusions
3.1. Summary of Previous Conclusions
As a continuing project, it is crucial to understand the previous year’s simulation and data,
as it provided the base for this year’s expansion. Our first NetLogo 3D iteration modeled the
uniform diffusion of smog along a single city block and its removal by strategically placed white
titanium oxide patches. Patches were placed at three building elevations—low, medium, and
high—to determine their most effective placement. The data, measured in cubic meters, from
these trials was then compared to full and no coverage of the buildings.
A comparison of the percentage of smog processed during each placement of TiO2 shows
a nearly identical removal rate for the bottom and middle placement at 8.4 and 8.6% respectively.
The top placement fell short at 6.2%, as the smog had a greater opportunity to build unchecked.
These rates pale in comparison to the 44% processed (or removed) by full coverage of the
buildings.
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Impact of Ti02 Placement on Smog Dispersal

Smog in Cubic Meters (m3)

2500000
2000000
No TiO2

1500000

Bottom
1000000

Middle
Top

500000

Full Coverage

0
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49 52 55 58 61 64 67
Ticks
Graph 1: Impact of TiO2 Placement on Smog Concentration - 2016 Simulation [16]

Further analysis of the bottom and full coverage data sets show similar progressions until
roughly the 45th tick. At this point, there was a sharp increase in the difference. This trend
reflected the smog surpassing the height of the TiO2 at which point it diffused unhindered. Clearly
full coverage application of titanium oxide bearing materials is most effective for the reduction
of smog; however, it is not the most cost effective. A bottom application would be more
economically feasible and the second most effective up to a point, roughly mid-day, at which
time it was overcome by the smog and falls behind the middle coverage by 2%.
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Total Percentage of Smog Processed by TiO2
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Graph 2: Total Percentage of Smog Processed Per Elevation - 2016 Simulation [16]

Percentage of Smog Processed by TiO2 At 45 Ticks
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Graph 3: Percentage of Smog Processed at 45 Ticks Per Elevation - 2016 Simulation [16]

3.2. Results
The overall progression of the smog concentrations recorded is reminiscent of a
logarithmic curve, with initial rapid growth followed by slow gains. All trials followed the same
trend until roughly the 7th tick, when they separated into three distinct groupings with none
and full coverage flanking the bottom, middle, and top placements of TiO2 respectively. At the
39th tick, a slight deviation between the path of the bottom and middle placements from the
top is observed, resulting in a 1.70*105 cubic meter difference between the bottom and middle
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trials when compared to the top trials. As seen below, after an entire simulated day the trial
with no TiO2 accumulated roughly 7.03*106 cubic meters of smog, followed by 6.86*106 for the
bottom, 6.82*106 for the middle, 6.69*106 for the top, and 6.35*106 for full coverage of the
buildings.

Cubic Meters of Air with Smog Present
8000000
7000000

Cubic Meters

6000000
5000000

None Avg

4000000

Bottom Avg
Middle Avg

3000000

Top Avg

2000000

Full Avg

1000000
0
1 3 5 7 9 11131517192123252729313335373941434547495153555759616365

Ticks
Graph 4: Cubic Meters of Air with Smog Present - 2017 Simulation

As observed in both graphs, there is a positive correlation between the height of the
TiO2 placement and the amount of smog processed. The total percentage of smog reduced by
the top placement proves it to be the most effective of the experimental trials, as illustrated by
the graph below. This placement processed exactly half the amount of smog reduced by full
coverage of the buildings. The bottom placement divides this in half again. The trials where no
TiO2 was added to the simulation provided the baseline where by which these percentages
were calculated.
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Total Percentage of Smog Processed
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Graph 5: Total Percentage of Smog Processed - 2017 Simulation

3.3. Analysis
This year’s results differ significantly from our previous simulation. There are several
changes to the code that could account for this, including the expansion of the cityscape. The
previous iteration did not have a large variety of building heights or plazas as found within the
section of Albuquerque modeled. Smog diffuses unchecked in these openings, as it is not
within the proximity of the titanium oxide.

Figure 7: Cityscape – 2016 Simulation [16]
Figure 8: Cityscape – 2017 Simulation
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It is likely that the addition of sunlight also affected the results. Creating a city with varying
elevations and narrow roads means that at any given point in the simulated day most of the
TiO2 is operating at 50%. Therefore, the percentage of smog processed is significantly less than
in the previous model. To compound this, smog is not only spawned at a greater frequency
along the roadways in the current program, but there are also more roadways. This means that
a larger amount of smog is produced per tick.
Despite these differences, full coverage is still the most effective, removing 9.57% of
smog by the end of the day. The top placement deviates from this by 4.78%, indicating that it is
the most effective experimental elevation for removing smog in this iteration. While a single
patch face can remove 1,800 m3 (66 patches) of smog over the 66 ticks run, the TiO2 patches
only process smog that is in direct contact with them. Therefore, the patches at higher
elevations are ineffective until the smog reaches that height. This allows the smog to build up at
lower elevations and remain at higher concentrations. Although the bottom and middle
applications remove a lesser amount of smog, 2.40% and 2.99% respectively, it can be safely
assumed, that their concentration of smog near ground level would be more tolerable in a realworld scenario. As such, the best placement, exclusive of full coverage, comes down to what
the goal of the city planner is: to remove the most smog from the air or keep the lower,
commuter levels at healthier levels of smog.

3.4. Future Plans
Though many of the complexities of smog diffusion and its removal by TiO2 are captured
in the simulation, there remain several worthwhile additions. First and foremost, would be the
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inclusion of humidity to the code, as it, like light intensity, impacts the processing rate. Further
expansion of the cityscape and modeling of those cities most impacted by smog are also under
consideration. To do this, we would like to develop a code capable of processing 3-Dimensional
representations of cities and converting them into patch maps that NetLogo 3D can create.
This would allow our model to be customized to any city or condition and dramatically increase
its applicability. Lastly, we would like to increase the scope of our data to include actual smog
concentrations, allowing us to better analyze the impact of each TiO2 placement.
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Summary
Zika is a virus transmitted by the female of mosquitoes Aedes aegypti. Zika usually has little
effect on most people but can give the fetus of a pregnant woman birth defects. Other possible effects of
the Zika virus in humans are brain damage to fetus and adults, also paralysis in adults. The symptoms of
Zika are rather mild, bumpy rash, headaches, joint pains, and red eyes in adults, but only one in five
people show the symptoms.
One of the ways scientists hope to fight the disease is by releasing genetically modified organism
(GMO) versions of the Aedes aegypti. The GMO m
 osquitoes have been modified in a laboratory with a
synthetic protein that kills their offspring before they can emerge from the larva stage as adults and
transmit the Zika virus. If wild female mosquitoes mate with GMO males, the population dies off rapidly
in experimental models.
Our team hopes to create a computer model that simulates this interaction to understand how
GMO mosquitos affect wild populations and how well or effectively they control the spread of Zika. We
are going to model the interaction using Netlogo (TNG).
Three steps to our project:.
Step 1: Model the spread of Zika
Step 2: Model the GMO mosquitos and their effect on the overall mosquito population
Step 3: Model the effectiveness of decreasing Zika spread with GMO mosquitos

Goal: The development of computer programs to model the spread of the Zika virus with
mosquitos and with an emphasis on understanding the basics of programming, trouble-shooting
code, and understanding results from the computer codes and their relationship to the real world.

Background
In the last year, the Zika virus has created a widespread fear. Zika is a virus that is
transmitted by the Aedes aegypti mosquito. Most of the time, the symptoms of Zika are mild,
almost like getting the flu. Common symptoms include fever, rash, joint pain and headaches
usually lasting only two to seven days [1]. However, if the person who contracts Zika is
pregnant, or becomes pregnant, it can cause serious complications. The unborn baby may have
1

an increased chance of being born with microcephaly. Microcephaly is a birth defect causing the
infant to be born with a significantly small head, due to abnormal brain development. Often
times, the baby is born dead, or dies soon after birth. In other rare cases, Zika can cause
Guillain-Barré syndrome, a condition where the immune system attacks the nerves, sometimes
causing paralysis. In other uncommon cases, Zika can cause internal bleeding. Not all
mosquitoes are bloodsuckers. In fact, only female mosquitoes bite, causing those red itchy welts
on your skin. They need the nutrition in your blood to develop their eggs. Zika can be
transmitted by sexual contact, blood, and tears. Zika can be passed on from a mother to her fetus,
but the most common transmission is from the Aedes aegypti mosquito which carries the virus
from person to person.
There is no vaccine for Zika, and the production of it will take time. The traditional way
of controlling mosquito population is fumigation, the spraying of toxins in the air to kill
mosquitoes, but mosquitoes are becoming resistant to the fumigation, and the toxins are
poisonous to humans as well.
Another way to deal with the mosquito population are to introduce GMO mosquitoes
designed to decrease the overall population. The company Oxitec [2] has designed a Genetically
Modified Aedes aegypti male mosquito that is specifically designed to decrease the overall
population of mosquitoes by giving it a gene that makes it’s offspring die without being able
reproduce
Historically, GMO technology successfully eradicated screwworm in the USA (Until
recently). Scientist today plan to use GMO mosquitoes to decrease the Zika Virus, but the
question remains: will it work? The main questions we have are: Will GMO mosquitoes control
the population, and how much GMO will be needed to control the mosquitoes? Do we even need
GMO technology, or can the mosquitoes be controlled by natural elements like bats? Will
fumigation work better than GMO in the end?
Interesting site: http://www.mosquito.org/faq [3]
How fast can mosquitoes fly?
Depending upon the species, mosquitoes can fly at about 1 to 1.5 miles per hour.
How far can mosquitoes fly?
Mosquito species preferring to breed around the house, like the Asian Tiger Mosquito, have
limited flight ranges of about 300 feet. Most species have flight ranges of 1-3 miles. Certain
large pool breeders in the Midwest are often found up to 7 miles from known breeding spots.
The undisputed champions, though, are the saltmarsh breeders - having been known to
migrate up to 100 miles in exceptional circumstances, although 20 to 40 miles are much more
common when hosts are scarce. When caught up in updrafts that direct them into winds high
above the ground, mosquitoes can be carried great distances.

Computational Models
Election of a computer language for our model
To model GMO mosquitoes, we used NetLogo. At first we were going to use Starlogo TNG, but
we switched to Netlogo because Netlogo has less limitations. Netlogo is easy to learn, and is
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ideal for simulating epidemics. Netlogo is an agent based modeling program. The agents we used
were Male mosquitoes, Female mosquitoes, and GMO mosquitoes. In the coding of the
interaction, the mosquitoes move in random directions at a constant speed.
Modeling the spread and control of the spread of Zika
We built our model in multiple stages of increasing complexity, starting with only the modeling
of mosquito populations, following with the introduction of sick and healthy people, plus a
predator species. At first, we planned to each write a program and combine them into one final
code to run simulations. However, it would have been complicated to put the codes together
since they each used different methods and different agents. We decided to run the three codes
independently and combine the results of all three into our overall conclusions.We will describe
each of the three codes separately in the method section.
Project overview
The overall approach taken, so that all three of us could program, was to work on three models
that attacked specific problems. We would meet on a regular basis and share code and tricks for
getting codes to work better. Through this work, we gain an appreciation for how large a project
this really is. We didn’t totally solve the problem, but we did gain an understanding of how to
attack such large problems: build the models in small chunks to address specific issues. Adding
these small models together and making them work together is how to attack the whole problem.

Model 1: Controlling the Mosquito Population
In the first model the aim was at simulating the control of the mosquito population (the computer
code of this model is shown in Appendix 1). The idea behind this model is not to annihilate the
mosquito population off the face of the Earth but to use a simplified model to study the interplay
between factors that one can use to significantly decrease the mosquito population in a region.
We presume that if the mosquito population drops below a certain value the spreading of the
disease will be interrupted because that is what happens if all mosquitoes die. Also, in
mosquitoes transmission of malaria, Gatton and Cheng point out that the transmission stops if the
people suffer fewer than 7 infectious bites per year.[4]
- The agents in this model are: Female mosquitos, Male mosquitos, and GMO mosquitos.
- Mosquito motion as function of time: Each mosquito has a randomly assigned direction
of motion and advances a a fixed speed (step size) at each iteration of the code.
- Mosquito reproduction: We use the parched canvas provided by NetLogo to establish if
a male mosquito is in close proximity to a female mosquito in order to determine if a female
mosquito will spawn offsprings. The probability that a female mosquito had offsprings was
higher if there were more male mosquitos around in proportion to the number of GMO
mosquitos at that patch. The female mosquito also had to be at least a week old to reproduce,
and we restricted the number of times a given female mosquito reproduced in its lifetime to 3. In
computer language, the competition for a female between male and GMO mosquitos was written
as:
if ( random ( count Gbugs-here + count Mbugs-here ) + 1 ) > count Gbugs-here

Therefore, the large the count of Gbugs the smaller the probability of reproduction. This is a
simplification of the reality where the females do spawn offsprings with GMO mosquitos.
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However, because these offsprings sterile and short-lived we can model them as if they were
never born.
- Lifespan of mosquitoes: The lifespan of a mosquito was set to 21 days for females and 7
days for males and GMOs. [5] In a simplified model such as this one, with only one species that
reproduces, there are two possible outcomes for the mosquito population: if the initial setup is
too sparse, the males and females will not find each other soon enough and the whole population
will die. On the other hand, if the initial population is dense above a threshold, the mosquitos
will be able to reproduce leading to an even denser population and faster reproduction rate,
hence, the population will grow exponentially. What is missing in this model is the presence of
environmental conditions that prevent this growth for diverging. This control is understood as
the maximum environment carrying capacity.[4,6]
The carrying capacity of a biological species in an environment is the maximum
population size of the species that the environment can sustain indefinitely, given the food,
habitat, water, and other necessities available in the environment. In other words, the maximum
number of individuals of a given species that an area's resources can sustain indefinitely without
significantly depleting or degrading those resources.
For populations which grow exponentially, such as the mosquito population in our model,
growth starts out slowly, enters a rapid growth phase and then levels off when the carrying
capacity for that species has been reached. The size of the population then fluctuates slightly
above or below the carrying capacity.
There are different approaches to explain the saturation and fluctuations of the
populations of a biological species around the carrying capacity of an environment. One
explanation is based on a reproductive lag time that is the time required for the birth rate to
decline and the death rate to increase in response to resource limits. In computational models this
effect is usually introduced by decreasing the reproduction probability in proportion to the
population relative to the carrying capacity. As the population approaches the carrying capacity
the birth rate decreases and the population growth is compensated by the death rate. A second
explanation is based on a limiting factor, this could be depletion of resources such as food or
water, or to the thrive of a predator species. In both of these cases the larger population leads to
higher death rates. One can introduce this effect in computational models by either introducing a
predator species in the model, introducing a food source vital to the subsistence of the species of
interest, or by simply increasing the death rate as the population exceeds the carrying capacity.
In our model of mosquito population we too into account the carrying capacity of the
environment by shortening the life expectancy of all the mosquitos in proportion to the excess
population above the carrying capacity. We should note that the carrying capacity number we
introduced into the code can also be interpreted as indicative of the size of the environment being
simulated.
set life_scale 500 / (count turtles)
if life_scale > 1 [ set life_scale 1.]
ask Mbugs
[
set age age + 1
if age > (MaleAge - 5 + random 10) * life_scale [ die ]
set heading random 360
forward random 5
]
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Features of the program:
The graphic user interface (GUI) of model is shown in Figure A1

Figure A1: Graphic User Interface for the code of model 1.
On the GUI we set the initial population of male, female, and GMO mosquitos with the three
sliders and press the +‘Setup’ button. We put a ‘Go’ button that when pressed starts and stops
the simulation. The slider ‘Hachlings’ controls the number of mosquitoes hatched every time a
female reproduces. We also added two more buttons, the ‘addGMO’ button that when pressed
adds another batch of GMO mosquitos, scattered at random, and the ‘fumigate’ button that when
pressed kills, mosquitos at random with a probability set by the slider ‘efficiency.’ Finally, to
automate the simulation of successive fumigations or GMO additions we have two toggles
(on/off) that, when on, either add GMO mosquitoes or fumigate the mosquitos, respectively. The
frequency of addition of GMO mosquitoes is controlled with the number entered in the box
SBGMO (steps between GMO additions) and, similarly, the number entered in the box labeled
‘SBF’ corresponds to the steps between fumigations.
In the canvas the green bugs are the male mosquitoes, the yellow ones are female, and the blue
bugs are the GMO mosquitos. We also included a plot of the three populations to monitor
evolution of the mosquito populations.
Validation of code for Model 1
In order to validate the predictions of a modeling code we looked for real life observations in
mosquito populations that we could predict. We found only two aspects, one is that the
population is not disappearing, that is, it is stable. This our model reproduced well as a result of
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the implementation described above of carrying capacity. A plot of the mosquito population
after we start the simulation is shown in Figure A2:

Figure A2: Simulation of mosquito population. Same number of
male and female mosquitos are born. The population is stable and
the program predicts 3 times more female mosquitos than male
where we found that the model predicts a lot fewer male mosquitos than female mosquitos. This
prediction is the result of the shorter lifetime of male mosquitos, that is 3 times shorter (1 week
for males and 3 weeks for females). We looked on the internet for validation of this observation
and the paper we found on this topic indicates that there is no difference in sex ratio.[7] That
same paper indicates that there are more male mosquitoes in pupae than female, which will make
more male bugs and, since they live less than the females, it will compensate to make the same
amount of males and females. We fixed our model by spawning 3 times more male mosquitos
than female mosquitos at birth, which is the ratio of lifespans. With this amendment to the
model we were able to validate our code with the observations of [8] as shown in Figure A3
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Figure A3: Simulation of mosquito population with more male
mosquito larvae than female ones
Results of model 1:
We used this computer code to study two possible approaches to control the mosquito
population. One is the standard approach of fumigating. This was modeled with a routine that
kills a percentage of the total population every time we call it. The percentage is controlled with
a slider and the routine is called every SBF steps, where the number SBF is specified in the GUI.
The routine doing this is:
to Fumigate
ask Mbugs
[ if random 100 < effectiveness [ die ] ]
ask Fbugs
[ if random 100 < effectiveness [ die ] ]
ask Gbugs
[ if random 100 < effectiveness [ die ] ]
end

We set the fumigation to happen once a week and increased the potency of the poison with the
‘effectiveness’ slider. We started with effectiveness of 20% and the effect on the mosquito
population was very small because they reproduced again and recovered. Increasing the potency
of the poison, if the fumigation were 50% effective, that is, killed half of the mosquitos, we
didn’t exterminate them but the population did decrease significantly, from 2,600 to 2,000. The
20% and 50% effectiveness graphs are shown in Figure A4:
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Figure A4: Evolution of mosquito populations when we fumigate every 7 days with poison
effectiveness of 20% (left) and 50% (right)

Increasing the poison to 60% effective we managed to exterminate the mosquito population.
This is shown in Figure A5. It took several (27) applications of poison because after fumigation
the mosquitos went back to reproducing. With a poison that is 75% effective one kills the
population in 4 applications, as shown in Figure A5.

Figure A5: Evolution of mosquito populations when we fumigate every 7 days with poison
effectiveness of 60% (left) and 75% (right). We first let the mosquito population be stable and then we
start fumigation at 220 days (left) and 250 days (right)

We tried the same experiment applying poison every 4 days. Whereas a 40% effective poison
did not kill the mosquitos, when we increased the potency to 50% they all died. As expected,
since we applied more often we could get away with a milder poison (see Figure A6)
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Figure A6: Evolution of mosquito populations when we fumigate every 4 days with poison
effectiveness of 40% (left) and 50% (right).

Use of Genetically Modified Organisms to kill mosquito populations:
As stated before, the introduction of GMO mosquitos will viable decrease the number of
offsprings for a given female mosquito and it should lead to a reduction of mosquito population.
In this section of our project we were aiming at exterminating all mosquitos from the model.
Because the newborn mosquitos are not GMO type we had to keep adding GMO mosquitos in
order to kill the original population. Using the controls of the GUI we set a frequency for GMO
mosquito addition of every 7 days and run experiments for different number of GMO mosquitoes
added monitoring the effect of these intruders in the mosquito populations.
The stable population for the patch being simulated is approximately 2600 mosquitoes (see
Figure A2. Addition of 250 GMO mosquitoes, or about 10%, once a week, did not have much of
an effect on the mosquito population, as shown in Figure A7, although we do notice a small
reduction in mosquito population due to the presence of GMO’s. We tried adding 400 GMO
mosquitoes, or about 15%, and it is interesting that even though it does not kill the mosquitoes it
causes large changes up and down (see Figure A7).

Figure A7: Evolution of mosquito populations when we add GMO mosquitoes every 7 days, 10% and
15% of the total population as shown on the left and right graphs, respectively. Notice the blue line at
the bottom showing the GMO population, that lives for only 7 days.

We tried experiments adding 500 GMO mosquitos, about 20%, and sometimes this addition
killed the population and sometimes it did not, as seen in Figure A8. It seems to be the threshold
of addition needed.
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Figure A8: Evolution of mosquito populations when we add GMO mosquitoes every 7 days, 20% of
the total population. Because we scattered them at random sometimes 20% killed the mosquitoes (left)
and sometimes it did not (right).

Finally, we tried adding 600 and 700 GMO mosquitos, that is, 23% and 27% of the stable
population of 2600 and found that both experiments inhibited the reproduction and lead to the
eradication of mosquito population, sometimes with as few as 8 applications (see Figure A9).

Figure A9: Evolution of mosquito populations when we add GMO mosquitoes every 7 days, 23% of
the total population (left) and 27% (right). Both killed all the mosquitoes although, as expected, the
more GMO’s the faster we kill them.

Model 2: Using a Predator and Humans
The problem we were trying to address is understanding the spread of Zika within the
mosquito population and if there is a way to disrupt that spread by using GMO mosquitoes.
Many of the concepts used in model 1 for adding GMO bugs and controlling populations were
incorporated into this model. The process for developing the code was as follows: develop a
stable population of mosquitoes, add GMO bugs to see how they affect the populations, and then
add in humans to interact with the mosquitoes, including as a pathway to spread the disease.
This turned out to be quite a big task as we were only able to partially complete this work this
year. The validation of our model is still ongoing, but some results are presented below. Our
validation approach was to get the model working (i.e. a stable population of mosquitoes) and
then run some basic experiments to get results that could be examined and checked to see if they
could be defended by what we know about the mosquitoes.
The key aspect of this model is the use of a predator to stabilize the population of
mosquitoes. The computer code of this model is shown in Appendix 2.1. The size of the
working area is -+ 50 from the origin or 100 on a side. The predator species is a bat that feeds on
mosquitoes; the mosquitoes in this model can be healthy or sick; this model also includes people
agents, that can be healthy or get sick if bitten by a sick mosquito. The mosquito population
included male mosquitoes , female mosquitoes, and GMO mosquitoes. All of the turtles in my
program were given the traits of age, repro, bites, sick?, sickdays, and immune?. Age is
represented by a tick and a tick is one day. Repro is a trait we used just for the female
mosquitoes because females are the only mosquitoes capable of reproduction. In the wild, female
mosquitoes can reproduce three times. The males only participate once. Bites are a trait given to
the females as well because only females bite humans and they need to feed to reproduce. At
this point in our programming, we have not been able to incorporate the bite trait yet. Sick? And
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immune?, are logic variables that are either true or false; the immune variable is only used for the
humans. The sick mosquitoes will spread Zika to the humans, and humans could spread Zika to
other mosquitoes, thus spreading Zika.
The first step was to work on developing a stable mosquito population. To do this, we
used bats as predators. The bats will eat the mosquitoes, but when too many mosquitoes are
consumed, the overall mosquito population would drop. The bat population, loosing their food
source, decline shortly after. The mosquito population will then rise now that the bats are in
decline, and then the process will repeat creating a stable population. So we limit the population
through a ratio of all mosquitoes to bats. Above a ratio of 5, the program will increase the
population of bats. Below a ratio of 5 the bats will start to die off. An example of the code is this:
to make_or_take_bats
if-else ( (count Gbugs + count Mbugs + count Fbugs) / ( 1 + count bats )) > 5 [
create-bats round (((count Gbugs + count Mbugs + count Fbugs) / ( 1 + count bats )) * 5)
ask bats [
set shape "hawk"
set size 3
set color orange
setxy random-xcor random-ycor
set sick? False ] ]
;;if too many, start to take away bats
[ ask bats
[ if random 100 < 2
[ die
] ]]
end
Bats have an efficiency to eat the bugs around them. If the efficiency was at 75% (code:
random 100 < 75) that means the bats would eat 75% percent of the bugs in a radius of 3 around
them. We did some experiments to see what would happen if we changed the efficiency of the
bats. For efficiencies of 75%, we obtained stable populations for which females, leveled at a little
over 2000 mosquitos.
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Figure 2.1: Plot of the stable populations of bats and mosquitoes for bats having a 75%
efficiency in eating bugs.
If we set the efficiency at 40 %, we obtained stable populations at higher numbers,
around 4000 female mosquitos..

Figure 2.2: Plot of the stable populations of bats and mosquitoes for bats having a 75%
efficiency in eating bugs.
In the experiments shown in Figure 2.1 and 2.2, The hatchlings, after they were born
were distributed uniformly within a radius of 25. We did an experiment to see what would
happen when the radius was changed to 5, which is shown in figure 2.3.
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Figure 2.3: Plot of the populations of bats and mosquitoes where the hatchlings are spread out
only in a radius of 5 rather than 25. The bats have a 75% efficiency in eating bugs.

(a)
(b)
Figure: 2.4 Plot of the populations of bats and mosquitoes where the hatchlings are
spread out only in (a) a radius of 5 and (b) a radius of 25.
We can see this difference in images of screenshots of this population. In picture (a), the
offsprings of the mosquitoes are spread out in a radius of 5. In picture (b), the offsprings are
spread out in a radius of 25. Note that a circle of radius 25 is roughly the size of one of the
quadrants of the working space.
The next step, after we had a stable population, was to add GMO mosquitoes. The main
function of the GMO mosquito is to pass a gene through its mate that makes it’s offspring unable
to reproduce. To model this in the code, When a GMO mates with female mosquito there is no
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offspring. Because I’m not modeling larvae in the program, I’ve made the assumption that
mating GMO males produces nobody. The code that brings the MGO into the reproduction
cycle is shown here:
ask Fbugs [
if repro < 3 [
if count Mbugs-here > 0
[ if ( random ( count Gbugs-here + count Mbugs-here ) + 1 ) > count Gbugs-here
(if this statement is true, they make more bugs…)
This code says that when a female encounters a male bug, it will look to breed and make more
bugs. This program counts the number of males bugs and GMO bugs present where the female
is. The greater the fraction of GMO bugs present, the less likely it is that female will breed. In
Figure 2.5, we show graphs for where we added as many Gbugs as Mbugs (Figure 2.5a) and
where the Gbugs were added as a quantity that was 3x the number of Mbugs (Figure 2.5b).

(a)
(b)
Figure 2.5: Plots of the mosquito populations after adding Gbugs at a quantity that was (a) the
same as the population of Mbugs and (b) that was 3x the population of Mbugs.
In the second case, the populations of mosquitos collapsed and all died off. An interesting aspect
of these experiments is the reported population of Gbugs from the program. Note that the
population of the Gbugs never exceeded that of the male or female mosquitoes even though in
the second case we added 3 times the number of Mbugs. We then looked at the actual numbers
in the data as shown below in Table 2.1. In this case, we set the program to add 4200 Gbugs, but
the first reported number in the data was just 1909. What we think happens is that the Gbugs
are added, then acted upon by the other sections of the program. They interact with the females,
but they are also subject to being eaten by the predators. We think that all of these things happen
and by the end of the cycle, many of the Gbugs were eaten by the predators. We had the
efficiency of the predators set at 75% as discussed above to give a smaller stable population.
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This result as our model is written suggests that the presence of predators is important to the
overall effectiveness of adding the GMO bugs.
Ticks

males

females

gbugs

bats

251

1506

1972

0

775

252

1044

1412

1909

827

253

842

1100

899

853

254

737

1023

552

835

255

729

974

355

814

256

704

912

244

797

257

673

841

113

786

258

629

758

35

770

259

581

733

0

755

In the last weeks, we also added some code that used humans and sick mosquitoes to transmit the
disease. Shown in Figure 2.6 are the results where we made 20% of the mosquitoes sick after
stable populations were established. In this case, the sick mosquitoes died out. This experiment
did not have GMO bugs added to it. Also note that the human population in this experiment was
fixed and they could become immune after being made sick. At this stage, we realized that we
would have to have a way for the human population to become “refreshed” in order to have some
humans available to get sick in the model. The number of potential variables, and hence
potential experiments, to set at this point is also becoming large. Shown in Figure 2.7 is a
snapshot of our GUI at this stage in the programming. In addition to the the variables indicated
on the GUI, there are a number of variables that could be set within the code.

(a)
(b)
Figure 2.6: Plots of the populations of mosquitoes, bats, and people in our experiment where we
turned 20% of the mosquitoes sick after stable populations of mosquitoes were formed. After a
period of time, the sick humans became immune to the disease.
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Figure 2.7 Image of the GUI showing the number of variables that could be set from the
interface.
In moving forward, we would need to run a number experiments to look at the interactions
between the sick population of mosquitoes and non-sick ones. In the experiment shown above,
the sick mosquitoes die out. This doesn’t always happen, though we don’t understand why yet
from our code. We also think that we would have to change how the humans appear in the
program, allowing for new humans to enter the area that could become sick and help transmit the
disease. A limitation of our current code is that the humans can get sick, but then become
immune as would happen in real world as a person recovers from being sick. However, we think
our work with this mode has helped us understand some aspects of what a total model would
have to deal with.
Conclusions of model 2:
● Understanding the role of predators in the environment would appear from our model to
be an important aspect. A high predation rate (efficiency in our code) would take out a
sizable fraction of GMO bugs before they could interact with the mosquito population.
● Our model turns out to need a high value of GMO bugs in order to kill off the mosquito
populations. We likely would not want to do this in real life anyway, but the costs of
adding a number of GMO mosquitoes that is 3 times higher than the local male
population would likely be cost prohibitive.
● Our model was directed towards adding the GMO bugs to disrupt the transmission of
Zika virus between the humans and mosquito populations. When we do add GMO bugs,
we do see a short decrease in the populations of the overall mosquito population. Our
next steps would be to see how this short term decrease would affect the transmission of
Zika between humans and mosquitoes.
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Model 3:
I started this code as just mosquitoes without male or female or sick traits. Next, I added infection.
Then, I added life cycle of death and reproduction. After I had the base of my code, I started adding
more specific things, like GMO, and bats. Then, after my code was written, I could start testing. I
added the traits of female and infect as characteristics of the mosquito population rather than as new
agents. I did it this way as it made the most sense to me. Based on the results of two codes above, I
also added a predator to help stabilize the population. I chose not to add a fumigation routine as I
wanted to ask the question of can Zika be controlled with only GMO and not pesticide. I chose bats
as predators to match code 2 above.
Before I could run any kind of test, I had to make sure my code was doing what I wanted it to
do. I did this by running “sanity checks. For example, to make sure that males weren’t reproducing, I
set the female number to 0. If the population increased, I would have known that I had made a
mistake because the males were breeding with each other. I found many mistakes this way. I also
validated the “infect” routine by setting the initial number of infected mosquitoes to 0. Our third
code is a combination of bats, GMO, and the Zika virus itself.

Results:
Code 3 produced similar results to codes 1 and 2 regarding how many and how often the GMO
mosquitoes needed to be introduced in order to decrease the total mosquito population. The
specific plots will not be included here since they are similar to the results above. We used this
code to model one judge’s question. “How far does a mosquito travel in a lifetime?” We also
tracked a bat, which ended up traveling much farther than the mosquitoes, but there is a reason
for this. In our code, the bats never die. The reason for this is that our code usually only runs in
the hundreds of days. The average bat in the wild lives thirty to forty years [10]. The results of
this code are the following:

1. Female mosquito
The figure below shows a single female mosquito that we tracked. We set the background colour
to green, the bat number to three, and followed one mosquito. The movement pattern we used for
all of the agents was move forward one, then turn a random amount, out of 360 degrees. The
stars are bats and the line is the mosquito/
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2.Male mosquito
Like figure one, the background colour was set to green and we made three bats. This time, we
tracked a male mosquito
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3. GMO mosquito
In this figure, we did everything the same, except we tracked a GMO mosquito.
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4. Bat
In this figure, we followed a bat.
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Conclusions:
Conclusions of model 1:
● From our numerical experiments of this simplified model, with only mosquitoes, we
found that fumigating the mosquitoes every 7 days the poison had to be 50% in order to
exterminate the population. This looks like a little excessive but, again, this is for a
uniform population of mosquitos with no houses or ponds to target where the mosquitoes
localize.
● The simulation of adding GMO mosquitos indicates that adding about 20% of the normal
population should be effective at significantly decreasing the mosquito population.
● For this model, taken at face value, the next step should be to calculate the cost of
fumigation versus producing GMO mosquitos. Does buying and releasing billions of
mosquitoes make economic sense? At the moment it is estimated that an Oxitec mosquito
will cost about 10 cents per mosquito. [9]
Conclusions of model 2:
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● Understanding the role of predators in the environment would appear from our model to
be an important aspect. A high predation rate (efficiency in our code) would take out a
sizable fraction of GMO bugs before they could interact with the mosquito population.
● Our model turns out to need a high value of GMO bugs in order to kill off the mosquito
populations. We likely would not want to do this in real life anyway, but the costs of
adding a number of GMO mosquitoes that is 3 times higher than the local male
population would likely be cost prohibitive.
● Our model was directed towards adding the GMO bugs to disrupt the transmission of
Zika virus between the humans and mosquito populations. When we do add GMO bugs,
we do see a short decrease in the populations of the overall mosquito population. Our
next steps would be to see how this short term decrease would affect the transmission of
Zika between humans and mosquitoes.
Conclusions of model 3:
● In the future, we can use the results of this code to make a more realistic environment,
including a more accurate travel distance for each agent.

Final Conclusion:
From all of these codes we found that you can control mosquito populations using GMO
technology, but they would have to be reintroduced often, and in large number. The overall cost
would be prohibitive.
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Appendix I: Computer Code for model 1
;;=====================================
;;Agent description
;;
globals [life_scale total_runs sinceAddGMO sinceFumigate] ;; global variables
breed [Mbugs Mbug] ;; Male bugs
breed [Fbugs Fbug] ;; Female bugs
breed [Gbugs Gbug] ;; GMO bugs
turtles-own [age repro] ;;repro is the number of times female has laid eggs
;;=======================================================
;; Here's what to do when user clicks the Setup button
;;------------------------------------------------------to setup
clear-all
ask patches [ set pcolor 125 ] ; Set color of background
; Add initial population of mosquitos female and male
; Add initial population of GMO mosquitos male
setup-Mbugs ; Create and scatter male mosquitos
setup-Fbugs ; Create and scatter female mosquitos
setup-GBug ; Create and scatter GMO mosquitos
set life_scale 1. ; scale for lifespan, used for environment capacity
set total_runs 0 ; count how many times we started the program
reset-ticks
end
;;=======================================================
;;=======================================================
;; Here's what to do when user clicks the Go button
;;------------------------------------------------------to go
;; Stop if all mosquitos are dead, reload mosquitos
;; and start simulation again. Do this for up to
;; 20 times
if count turtles = 0 ; No mosquitos left alive
[
if PourGMO = true or doFumigate = true [stop]
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Executive Summary
Rattlesnake hunting has been going on in New Mexico for decades. Many are captured
and turned over for rattlesnake roundups. When captured, snakes are used for a variety of
purposes such as their meat for food and their skin for bags and boots.
To look at the impact of rattlesnake hunting on rattlesnake populations, we created a
computer model demonstrating an abstract rattlesnake environment with rattlesnake hunters
using the software NetLogo. This model was heavily based around personal research and raw
data collected by the late state herpetologist Charles W. Painter during the years of 1995-2005.
Based on the raw data, this model became specifically centered on western diamondback
rattlesnakes in the southwestern corner of Chaves County.
Once the model was complete, we used the NetLogo feature BehaviorSpace to test our
model. The model was run five times for each hunter number and minimum length of harvest.
The totals were then averaged and placed on a pivot table. Later, the values were placed into
charts for a better visual representation.
Our initial expectation was that rattlesnake hunting would show a negative impact on the
overall rattlesnake population. In analyzing our data, we saw that our range of hunters produced
a decrease in population between 32-61% of its original population.
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Purpose and Introduction
The purpose of our project was drawn from the fact that rattlesnake hunting exists in an
unregulated manor. In a book written by Charles Painter, it states:
“Rattlesnakes in New Mexico are increasingly threatened by unregulated
commercial exploitation such as “rattlesnake roundups.” These events support a
commercial industry based on the value of rattlesnake skins for cowboy boots and
other articles of fashion apparel. The potential impacts of this unregulated harvest
have not been investigated, though most herpetologists feel that the practice is
ecologically unsound and may lead to localized reductions of rattlesnake
populations” (Amphibians & Reptiles of New Mexico, 340).
As previously mentioned in the Executive Summary, to look at the extent of how much
rattlesnake hunting truly affects the population of rattlesnakes in New Mexico, we created a
computer model simulating a rattlesnake environment. The basic idea of the model is that the
snakes will be moving around and the hunters will capture them as they run into each other’s
paths.
The model consists of two independent variables that affect the rattlesnake population:
the number of hunters and the minimum length of harvest (the minimum length the rattlesnake
has to be in order to be captured). The purpose of having two independent variables was to use
them in order to help create a regulation to stabilize the rattlesnake population. The number of
hunters would translate into the maximum number of hunting licenses to be given out and the
minimum length of harvest would translate into a regulation for how long a snake has to be in
order to be captured—much like specific fish have minimum lengths they have to be in order to
be captured.
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Computational Model
To reach our current model, fifteen versions were created. In deciding how to best model
the rattlesnake environment, our team went through a process of abstraction. Our team also
scaled the model to match a specific area in New Mexico.
Abstraction of the Model
Originally, we decided to abstract the following ideas into our model: the rattlesnakes
moving around, eating prey, growing, reproducing, getting captured, aging, and dying.
From versions 0.0 to 0.2, a rattlesnake environment based on our original abstraction idea
was created. The model had rattlesnakes, mice, and grass. A small food chain was established in
which the rattlesnakes ate the mice and the mice ate the grass. As the model ran, the grass would
regrow and as the snakes and mice ate, they would gain a certain amount of energy. If they
reached a certain energy amount, they would reproduce.

However, as we looked at the model, we decided that having energy levels for both the
snakes and mice would become difficult to keep track of. It would be challenging to find the
right amount of energy that they would gain from eating, the right amount of energy they would
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lose from moving, and the right amount of energy they would reproduce at that would have the
population oscillate. Therefore, we decided to abstract the food chain and energy levels out of
our model. From versions 1.0 to 7.1, we then focused on the rattlesnakes only moving around,
growing, reproducing, getting captured, aging, and dying.

Scaling the Model
The next biggest change implemented into the model was modeling it around a specific
area in New Mexico. Based on the raw data collected by Charles Painter, most of the rattlesnakes
he collected data on came from Lincoln, Chaves, Otero, and Eddy County. Because of this, we
decided to model the center of that area (the Southwestern corner of Chaves County).
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The approximate area was 1200mi2 but we decided to scale it down by a factor of ten.
Therefore, the area in the model is 120mi2. Based on our personal research we found that a
“rancher in Texas in clearing brush killed 60 rattlers per square mile” (Klauber, 560). Using that
number as a reasonable estimate on how many rattlesnakes there are per square mile, we decided
to multiply the area by sixty rattlesnakes in order to get the total amount of rattlesnakes in that
area (7200).
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Code
Setup
To set up the world, snakes and hunters are created based on a slider value the user is
able to manipulate. The parameters of the snakes are based on personal research as well as the
raw data collected by Charles Painter.
Below are snippets of the raw data collected by Charles Painter (the first snippet is the
beginning of the data and the second is the end of the data):

Snake Length Distribution
When the snakes are created, each snake needs to start out with a specific length. The
code breaks up the snakes into ‘adult snakes’ and ‘baby snakes.’ The differentiation of ‘adult
snakes’ to ‘baby snakes’ was defined by whether the snake was sexually mature or not.
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To assign lengths to each adult snake, NetLogo’s “random-normal” function was used.
To use the random normal function, a mean and standard deviation number was required. To get
those numbers, Painter’s data for the total length of each snake was analyzed in Excel which
produced a mean number of 1118 and a standard deviation of 195. Those numbers were inputted
into the code.

To assign lengths to each baby snake, Painter’s data combined with personal research
was used. Based on personal research, it was found that when rattlesnakes are born, they are
around 228-343mm long. Looking at Painter’s data, it was seen that the shortest length that a
snake was found to be gravid (carrying eggs) was 516mm. Therefore, we assumed that a baby
snake would be between the lengths 228-516mm and coded the lengths for the baby snakes to be
a random number between 228-516mm.

Reproduction Year
Furthermore, based on personal research, it was found that Western Diamondback
Rattlesnakes reproduce every other year. To have rattlesnakes not only reproducing the second
year the model is run, but also reproducing with the first year the model is run, ‘reproduce years’
was created to have half the snakes begin to reproduce the first year and the other half reproduce
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the second year. In addition, to let the hunters know whether the snakes can be captured or not, if
the snake meets the minimum length of harvest (as set by a slider), the snake turns red.

The setup also includes the creation of a set number of hunters based on a slider number who are
randomly distributed around the world.
Go
The ‘Go’ procedure is broken up into the following sub-procedures: move, reproduction,
harvest, one year of growth, update years, update hunting season, natural death, and predator
death.
Move
The move procedure for the snakes and hunters tells them to move around in a random
direction. However, for the hunters, they will only hunt and move around during hunting season.
Every tick represents a day, and the hunters will harvest during Spring (days/ticks 45-75).
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Reproduction
The reproduction procedure has the snakes reproduce. However, the snakes have to meet
certain requirements. The snakes have a 25% chance of reproducing (half are female, and
females have a 50% chance of reproducing). If the snakes meet this percentage and are sexually
mature (3 years old based on personal research), are in their reproduction year, and the time is
late summer (reproduction season based on personal research), they will reproduce and hatch
between 5-10 snakes (research states that snakes usually reproduce anywhere from 10-20, but we
cut this number down because half of these snakes will die due to the harsh winter). When the
snakes are born, they will have a random length between 228-343mm (based on personal
research).

Update Years
The update years procedure updates the variable ‘time’ to keep track of the years passed.
Because each tick represents one day, to find the number of years passed, the total number of
ticks is divided by 365 (days).
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Update Hunting Season
The update hunting season procedure updates the variable ‘hunting season.’ Hunting
season correlates with the tick number. With each tick, the hunting season increases by 1. When
hunting season reaches 365, it resets to zero. This way the hunters will know when it is hunting
season (45-75).
Harvest
The harvest procedure tells the hunters to look for any red (harvestable) snakes within the patch
they are on. If there are any red snakes on the patch, the hunter will look at each of them one at a
time. If the snake meets a certain percentage chance of being captured, it will die. The snake has
to meet that percentage chance of being captured because it is unrealistic for a hunter to capture
all the snakes he/she sees. Therefore, adding a certain percentage chance of the snake being
captured makes the model more realistic.
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Predator Death and Natural Death
The snakes have 2 different ways to die. The first way is by predator death. There is a
random chance that a snake will die from predators in their lifetime. The second way is by
natural death. A snake lives for an average of 20 years (based on personal research). Once a
snake reaches 20 years old, there is a 90% chance that the snake will die. For each additional
year, there is a one percent chance increase of death from 90 (max age 30).
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Validation
For the purposes of trying to conserve the rattlesnake population, we believe that this is a
valid model. This model utilizes two variables that the New Mexico Game and Fish Department
can implement: a minimum harvest length as well as a restricted number of hunting licenses to
be given out.
We furthermore believe that the use of those two variables can be used as a reasonable
determination to base what effects rattlesnake hunting has on rattlesnake populations.

Verification
Two discrepancies have been found in our model. The first has to do with the subprocedure ‘One Year of Growth.’ In our code, each snake is shown to be growing linearly which
is inaccurate. Instead of being linear, the snake growth should be faster in the beginning and
taper off towards the end as the snake reaches its average lifespan.
The second discrepancy is the starting population numbers for adult and baby snakes. The
starting population for adult snakes in the model is currently 90% and 10% for baby snakes. This
is inaccurate. Based on personal research after finding this inaccuracy, the numbers are closer to
79% for adults and 21% for baby snakes.
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Results
We gathered the data for our model by running it through Behavior Space. In Behavior
Space we went through each possible combination for each independent variable and organized
it into a pivot table. We ran the hunter variable in increments of 2 (2 hunters then 4 hunters then
6 hunters, etc.) all the way up to 30 hunters and ran the minimum length of harvest in increments
of 200mm all the way up to 1600mm. Each combination was run 5 times over the course of 60
years (2-3 generations of rattlesnakes). For example, for two hunters at a regulation of 200mm,
we ran it five times and averaged the rattlesnake population for the five runs. It was then run 5
times for two hunters at a regulation of 400mm. Once the regulation has been run up to 1600mm,
the hunter number will change to the next increment (in this case 4 hunters) and the process will
repeat again.
Below is a snippet of the pivot table:

The control group that will be used to compare how the hunter number and length
regulation affect the population of rattlesnakes will be the rattlesnake population with zero
hunters.
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With the addition of hunters into a regular snake environment, the population decreased a
range of 32-61%.

The rattlesnake population decreased an average of 32% with the addition of only 2
hunters into the environment. At our maximum of 30 hunters (the maximum amount of hunters
estimated to be found in Chavez County) the population declines 61%.
Below is a snippet of the pivot table at eight hunters:

We can see that at eight hunters with no regulation (200mm for the minimum length of
harvest) the population for rattlesnakes has reached zero.
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Conclusion
Based on our results, it can be determined that rattlesnake hunting causes a direct
negative impact on rattlesnake populations. Determining the best course of action to take in
conserving the rattlesnake population is difficult. However, our model suggests that at eight
hunters with no regulation, there will be no rattlesnakes left in the area. Therefore, we can
conclude that if no minimum length requirement will be set for rattlesnakes, we must at least
limit the number of hunters to less than eight to keep the rattlesnake population alive.
We also understand that the accuracy of our program is not 100%. However, due to the
limited amount of published research on the population densities of Western Diamondback
Rattlesnakes, it is difficult to compare the results we obtained to the real-world. We have
however looked at a published research article about a study on the provision of resources to
rattlesnakes in order to increase rattlesnake populations. The study discovered “little evidence
that managers should be concerned that provisioning birds or other wildlife with water or seed is
likely to concentrate adult rattlesnakes” (Nowak, 357). In other words, using indirect methods
such as providing more food for rattlesnake prey in order to increase prey concentrations for
rattlesnakes will not affect rattlesnake populations. This suggests that our model is reasonable in
saying rattlesnake hunting directly impacts rattlesnake populations because rattlesnake hunting is
more direct than the provision of food for rattlesnake prey.
Overall, we believe our model can be used to get an idea for the impact rattlesnake
hunting has on rattlesnake populations.
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Executive Summary
My project involves the analysis of word usage frequencies in the English language. This type of
analysis has implications not only for critical fields of research, such as crypto analysis, speech
recognition, and human-like artificial intelligence, but also for managing enormous data sets that are
beyond the capacity of the typical computer. For this project, I developed algorithms for working with
linguistic data sets involving billions of words, and doing so efficiently. I have also written code to collect
new and original linguistic data sets. I hope some of the techniques I have developed might suggest
approaches to other researchers attempting to handle similar large linguistic data sets.
To gather a representative data set of words in literature, I utilized data from the Google Ngrams project which was compiled from about five million books. In addition, I developed code
to compile my own data set from Twitter. I developed code to calculate frequency data from these two
sources, and to analyze the similarities and differences between the two samples using C++, C Sharp,
and R. My analyses take into consideration a wide range of variables involved in computer analysis of
linguistic data, from how to determine what is a word, to weights of word frequencies over time, to
spelling errors on Twitter, and even upper versus lower case.
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Problem Statement
I began considering word frequencies out of curiosity about infrequently used words. I didn’t
initially appreciate how long it might take me to get answers, especially regarding comparative word
usage frequency; however, it quickly became apparent that it would be much more complicated than
the 30-line python program I had set out to write. So I began thinking about ways I could write code to
efficiently analyze word usage frequencies. When I decided to develop this project for the
Supercomputing Challenge, I was told that linguistic analysis would be too massive of an undertaking to
tackle, and I was urged to downsize.
When performing linguistic analysis, immense amounts of data need to be processed and
analyzed. The problem is that without specialized methods, computers cannot work with that quantity
of data. This means that important questions in linguistics have not been tackled and/or adequately
answered because the data sets are too unwieldy. As I delved into this project, I became fascinated not
only with finding answers to my questions regarding word usage frequency, but with the challenge of
writing code that could solve some of the problems with analyzing these large data sets. I decided to
forge ahead.
The purpose of my project is to analyze the word usage frequency in English literature and in
social media, analyze the differences between the data sets, and offer possible conclusions from those
results.
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Literature
The first part of this project is analyzing the word usage frequency in literature. Since I do not
have the means to obtain a reasonable sample size of digitized books to process, I am relying on
previous research done by researchers at Google. The Google N-grams project is a fascinating project,
aimed at looking at the frequency of words or phrases over time (see Appendix A for an example).
Google’s data is built from about five million (roughly 4% of all books ever printed) digitized books.
These books were sourced in libraries from about 40 universities worldwide (see Appendix B for more
information). Google also excluded N-grams which appeared less than 40 times. We can assume that
Google’s data is independent: if books influence each other, it would be statistically insignificant with
this large of a sample. We can assume that the data is random, since university libraries should have a
sufficiently random sample of books. This is important, because it means that we can use a normal
model for estimating the true proportions of data. Google has made the results of their research
available to the public on the Google Books N-grams Viewer, as well as making the raw data available to
everyone under the creative commons license. The sheer quantity of data is ginormous, something that
only a large corporation like Google would have the resources to process. Thus, in order to make the
raw data manageable, Google has subdivided the data into several categories: 1-grams, 2-grams, 3grams, 4-grams, and 5-grams. 1-grams are single words or strings of characters which are not separated
by a space, such as “Hello” or “3.1415”. 2-grams are strings of characters which are separated by 1
space, like “Hello, World”, or “Pi: 3.14159”. The same pattern follows for the rest of the N-grams. The
data is available to be downloaded on the google N-grams project page (see Appendix C for more
information). For this project, I am limiting the scope to 1-grams, single words. The English 1-grams
consist of 39 files, each containing 1-grams beginning with a different letter. The other files are for Ngrams that do not begin with letters. Every file is in a consistent format, as shown in Figure 1.
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0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9
0'9

1797
1803
1816
1817
1824
1835
1836
1839
1843
1846
1848
1849
1850
1851
1852
…
2008

1
1
2
1
4
1
2
8
2
3
1
2
3
5
2
…
43

1
1
2
1
4
1
2
4
1
3
1
2
3
4
2
…
36

Figure 1
This is from the “googlebooks-eng-all-1gram-20120701-0”, which contains all the 1-grams beginning
with the number “0”. The first column is the 1-gram itself, followed by a tab, then followed by the year.
The next two numbers are the number of occurrences and the number of volumes respectively for that
year. This tells us that in 1851, the 1-gram “0’9” was used 5 times in 4 distinct volumes. Getting the
frequency of this 1-gram is straightforward. Google provides a file with total counts for each year,
containing the year, the total occurrences for that year, pages, and volumes. Figure 2 shows the
corresponding total count for the year 1851.

1851

537705793

2787491

4021

Figure 2
So the frequency of the 1-gram “0’9” in 1851 was 5 / 537705793, which is roughly 9.299𝑥𝑥10−9 .

5

The size of all the data combined is almost 30 gigabytes, more than the amount of RAM most
computers have. Some files, like the file with 1-grams starting with “A”, are over 1.67 gigabytes alone.
There is just too much data to all be handled at the same time. There is a simple solution to this, and
that is to pre-process every file, compressing it down to just the information that is needed. One huge
memory optimization can be made that drastically reduces the computation time, which is compressing
the data from multiple years into just one line and only keeping the data that is needed. Since the focus
of this project is to find the frequency of a word - as opposed to the frequency over time - an algorithm
must be used to compress the frequencies from multiple years into just one year. There are a handful of
methods for computing this; one such method would be to simply take a raw mean of the frequency for
each year. However, since the frequency data from this will be compared against data from today’s
Twitter feeds, it makes the most sense to do a weighted mean, with more recent years weighed more
heavily. The best way to do that is by weighing each term exponentially, as defined by the following
formula:
𝜇𝜇𝑛𝑛 = 𝛼𝛼𝛼𝛼𝑛𝑛 + (1 − 𝛼𝛼)𝜇𝜇𝑛𝑛−1 .
𝛼𝛼 =

2
.
𝑛𝑛−1

Where 𝜇𝜇0 = 𝐹𝐹0 , and 𝐹𝐹𝑛𝑛 is the frequency from index 𝑛𝑛. It can be implemented very easily with the
following code:

int N = frequencies.size();
double Mu;
if (N > 1) {
Mu = frequencies[N - 1];
double k = 2.0 / ((double)N + 1.0);
for (int i = N - 2; i >= 0; i--) {
Mu = (double)((frequencies[i] * k) + (Mu * (1 - k)));
}
}
else {
Mu = frequencies[0];
}
worddata wdata = { currentWord, Mu, previousRecentCount, previousRecentTotal };
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localWordBank.push_back(wdata);

Where frequencies is a vector, composed of the frequencies for each consecutive year.
frequencies.push_back((double)data.occurrences /
(double)totals[data.year].matches);

The most recent count and most recent total are also saved, for estimating the standard deviation later.
This optimization compresses the data massively, for example the “A” file compressed by a factor of
almost 50x, going from 1.67 gigabytes to just 33.7 megabytes.
A large factor in the computation time for this data is the reading of the file into memory and
parsing it. The following code is used to read in a file:
inputData data;
std::ifstream fIn(PATH + FILEPREF + letterScan);
while (fIn >> data.name >> data.year >> data. occurrences >> data.volcount) {
...
}

And the inputData structure is defined as:
struct inputData {
std::string name;
int year;
double occurrences;
unsigned long long volcount;
};

This cannot be optimized very much. Even the C++ Boost Library does not provide much of a boost to
the speed. This is mainly because of parsing the numbers. Precompiling the data into a smaller format
circumvents this problem, by only requiring the intensive parsing to only be run once, allowing for easier
tweaking of other parts of the code later on. The total size of all the Google data is almost 30 gigabytes,
while the compiled data is just a mere 450 megabytes. The N-gram data for “0'9” is 168 lines, but with
precompiling it is compressed down to just one line, as shown in Figure 3.

0'9

7.48321e-09 43

19482936409
7

Figure 3
I had a small bug early in the writing of the code, where I accidentally weighed the frequencies in the
wrong direction, weighing ancient frequencies much more than today’s frequencies, which yielded some
interesting results. While words like “The”, “God”, and “It” remained much the same in terms of
frequency, some other words were reported as much more common. Examples are words like
“Presbyters”, “Michelangelo”, and “Vasari” (See Appendix D). A lot of words you might find in 17th and
18th century texts appear at the top of the list like “Committee”, “Lord”, “Parliament”, “Medals”, and
“Viator” also appeared near the top due to the incorrect weights.
The most significant optimization is allowing the program to utilize almost all of the CPU by
multithreading the application. Since the bottleneck is caused by the parsing of each row of data itself,
this optimization also allows more of the available hard drive read/write speed to be used. My computer
has an Intel 6th generation core i7 processor, with 4 physical cores and 8 virtual cores. When
multithreading the application, the program will only use 7 threads, one for each virtual core, leaving 1
core for the system and other processes on my computer, as follows:
// assignment lock
std::mutex Lock;
// Number of processing threads
const int NUMTHREADS = 7;
// Keep track of threads
std::vector<std::thread> threads(NUMTHREADS);
// ...
void Preprocess(std::string name, int delay) {
// Avoid coordination issues by staggering
Sleep(delay * 1);
// Create a bank of data which we will output to the preprocess file
std::vector<worddata> localWordBank;
// Until we have processed every file, get a new one an process it
while (true) {
// ... Read each file line by line and process it
}
std::cout << name << " ending - no more assignments" << std::endl;
}
// ...
int main()
{
// ...
for (int i = 0; i < NUMTHREADS; i++) {
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}

}

threads[i] = std::thread(Preprocess, "T" + std::to_string(i), i);

And of course, the threads have to be coordinated, so each thread processes a new N-gram file:
class threadCoordinator {
public:
static char getAssignment() {
if (FileIndex == FileIndex _len) {
// We have reached the end, finally. Tell the threads to die
quietly.
return '-';
}
// Return next data file in queue, and increment afterwards so that
a new file is queued
return FileIndexes[FileIndex++];
}
};

After precompiling, the data can now be worked with much more easily, making the process of
analyzing the code more straightforward to work with. Processing the data to find out the frequency of
N-grams is one thing, but verifying that the N-grams are words is a completely different story. One
method which I explored was verifying if an N-gram was a word based off the vowel-to-consonant ratio.
That method is reasonable and filters out many non-words. However, it is not even close to 100%
accurate, and it does not account for the odd word in another language or semi-random strings of
characters that could be caused by Optical Character Recognition (OCR) error. The optimal solution is to
use an English wordlist, and check if each N-gram is present in the wordlist. This is a much better
solution because at least every N-gram in the output file will be a word. The only potential error with a
wordlist would be caused by missing words in the wordlist; however, this is fairly unlikely. I am using an
alphabetized wordlist that I compiled a year or two ago as a side project, which contains over 293,000
words. Since the wordlist is alphabetized, the process of checking if N-grams are words can be optimized
significantly by using a binary search algorithm. The binary search algorithm places a cursor at the
middle of the dictionary, checks if the N-gram should be above or below it, then repeats with the
smaller chunk. A standard search algorithm would have to go through the dictionary one item at a time
and check for equality, with a worst-case scenario of 𝑂𝑂(𝑁𝑁), where 𝑁𝑁is the total number of items in the
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array. A binary search algorithm, on the other hand has a worst-case scenario of 𝑂𝑂(⌊𝑙𝑙𝑙𝑙𝑙𝑙2 𝑁𝑁⌋ + 1),

meaning that the worst-case scenario for a wordlist of 293,000 is only 19 comparisons. About 50% of the
1-grams that are words will take 19 comparisons to verify, however that is still significantly better than
searching every word in the wordlist.
The processor program works much the same as the preprocessor program, with 7 threads
working simultaneously to process each file. One difference is that the processor only processes a
fraction of the data, using the precompiled data. Another difference is that it first identifies N-grams
that are words, and then only processes those N-grams. The program finishes by sorting the words in
order of least frequent to most frequent, then writes that data to a file, in a consistent format as shown
in Figure 4.

Bogarted

1.91368e-10

1

19482936409

Shtupping

1.9677e-10

4

19482936409

Strawweight

2.1138e-10

1

19482936409

Cannibalising

2.1536e-10

1

19482936409

Ivermectins

2.17086e-10

1

19482936409

Malfeasant

2.179e-10

1

19482936409

Archaeobotanist

2.19215e-10

4

19482936409

Countersue

2.19712e-10

3

19482936409

Bandmate

2.2011e-10

7

19482936409

Hematal

2.22227e-10

1

19482936409

Stealthed

2.22556e-10

4

19482936409

Figure 4
The frequency data has produced interesting results. R is used to graph the data, using the
following code:
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plot(x, freq, type="p", main="Literature Word frequency", xlab="Word",
ylab="Frequency", pch=20)

The result is a seemingly exponential distribution, as shown in Figure 5.

Figure 5
The distribution appears to be completely flat for the majority of the data points, up until the very end,
where it shoots up vertically. There are two data points at the top. Those are “I” and “The”. These words
are very common and irreplaceable in English, so it makes sense that they would be so much more
common than all other words. This also tells us that in literature nearly 1% of all N-grams are either “I”
or “The”. After these words, there is a severe drop-off, going from a frequency of nearly 0.5% to just a
little over 0.1%. That 3rd most frequent word is “And”, which again, is a word in English that, while hard
to replace, is easier to replace than “I” or “The”, which may explain the drop-off to a certain extent. This
distribution is interesting, but more detail is needed to see what is going on in the rest of the graph, not
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just the top few words. We can achieve this by taking the plotting the log(𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹), using the

following code:

logfreq = log(freq)
plot(x, logfreq, type="p", main="Log Literature Word frequency", xlab="Word",
ylab="Log(Frequency)", pch=20)

The resulting distribution is shown in Figure 6.

Figure 6
This display provides even more insight than the first. Mainly, if word frequency were exponential, this
would be a linear distribution; however, it is not. At the left tail, an exponential graph would
overestimate, and at the right tail, it would underestimate. However, in the middle, from about the
1,000th word to the 175,000th word, it is relatively linear. Of course, that means that it would be an
exponential distribution within this interval.
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The raw count for the most recent year and total for that year are written to the precompiled
file, and up until now they haven’t been used. Each year a count is stored out of a total; that count is a
proportion. The reason the raw count is written to the file is for estimating the standard deviation of the
proportion, using the following formula:

𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 ∗ (1 − 𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓)
�� = �
𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓
𝑛𝑛

� is the sample proportion, and 𝑛𝑛 is the total count for that year. The following code is used
Where 𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓

to compute the estimated standard deviation and graph the standard deviation:

counts <- as.vector(processed[["V3"]])
totals <- as.vector(processed[["V4"]])
recentfrequencies <- counts / totals
standarddeviation <- sqrt((recentfrequencies * (1 - recentfrequencies)) / totals)
plot(x, standarddeviation, type="p", main="Recent Standard Deviation in Literature
Word frequency", xlab="Word", ylab="SD(freq)", pch=".")

Which produces a plot similar to the literature distribution plot, as shown in Figure 7:
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Figure 7
This plot follows much the same pattern as the distribution plot, appearing to be exponential. The main
difference is towards the right-hand side, the plot thickens. This is most likely caused by tiny fluctuations
in the data. Like with the distribution plot, it can be good to observe the log plot as well, which is
graphed using the following code:
plot(x, log(standarddeviation), type="p", main="Log Recent Standard Deviation in
Literature Word frequency", xlab="Word", ylab="Log(SD(freq))", pch=".")
par(new=T)
plot(x, log(frequency), type="p", xlab="", ylab="", axes=F, pch=".", col="red")

� �) and graphs the log(𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓) plot from before on top of it, in
This code both graphs the log(𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓

red, for comparison, as displayed in Figure 8. Note: the red is drawn over the log plot, not using the

same y-min and y-max values for rendering, so the graph is a little miss-leading. The red data is there to
compare the form of the data.
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Figure 8
This distribution is quite intriguing. It does follow the log plot the same way it follows the regular
distribution plot, however it is very noisy. Again, the noise is probably caused by small fluctuations in the
data. But there is one curious aspect, which is that there are bands at the bottom of the plot, which
seems to start abruptly. I think they are caused by numbers being too small for a computer to calculate
accurately, leading to rounding which causes bands to form.
Another graph to look at, is the relative standard deviation. This can be done by taking
� �/𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓, as shown in Figure 9.
𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓
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Figure 9
I could create a 95% confidence interval around a word with the following formula:
��
𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓 ± 1.64 ∗ 𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓

Where the number 1.64 comes from the critical Z-value. Figure 9 shows that even though the words
with higher frequencies have a higher standard deviation, they have a smaller relative standard

deviation. On the contrary, words with lower frequency and lower standard deviation also have higher
relative standard deviation.
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Twitter
The second part of the project is to look at the frequency of words used in social media. I used
Twitter as my data source, mainly because Twitter is the only social media I have experience with, and it
has an Application Program Interface (API), which allows me to get the data I need. N-gram data isn’t
available for Twitter the same way it is for literature, so I also had to count the N-grams (specifically 1grams) myself. The first part is getting a sufficiently large sample of tweets. Thankfully, the Twitter
streaming API is extensively documented, and thus straightforward to access. I specifically used the
“GET statuses/sample” API, which returns a random sample of all tweets in real time. I wrote the
program to collect this data in C#, because it has a good library for working with the Twitter API,
specifically the open source library, Tweet Invi (https://github.com/linvi/tweetinvi). The implementation
is as follows:
// Initiate Stream
var stream = Tweetinvi.Stream.CreateSampleStream(); // Have to call
Tweetinvi.Stream explicitly because `Stream` interferes with System.IO
stream.StallWarnings = true;
stream.TweetReceived += (sender, args) =>
{
}

// ...

Inside the brackets is code keeping track of statistics such as which language each tweet is in or the
length of the tweet (see Appendix E). If the language of the tweet is English, then it is added to an array
of tweets. I experimented with using a custom algorithm to identify the language of a tweet. Ultimately,
I decided that the language tagging that Twitter does is most accurate, since the Twitter developers
have put substantial time into language identification. To conserve on RAM, the tweets are flushed
every 1,000 tweets, putting those one thousand tweets from the array onto the hard drive, then clearing
the array. The application writes the data to a file, and to keep one tweet per line, the newlines are
replaced with \uE032, which is a Unicode character in of the special use planes, meaning it is safe to
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assume that it will never appear in a tweet. Therefore, they make a great solution for compressing a
multi-line tweet into one line in a file without losing data.
This API feature is rate limited, so it takes a substantial amount of time to get a large sample of
Tweets. An average of 40 Tweets per second is streamed to my client; of that, only about 12 tweets are
usable. At this rate, it takes about a day to get a sample of 800,000 Tweets. I considered ignoring the retweets that are streamed; however, they should not cause any interference with duplicate Tweets, and
would just cause it take longer to get a reasonable sample size. I also considered the fact that a lot of
Twitter users misspell words in their tweets; however, trying to predict what word they meant risks
errors which would hurt the accuracy of the frequencies. Unfortunately, using two streams does not half
the time required, because the same tweets are streamed to each client. I am using a sample size of
800,000 tweets, which is smaller than I would like; however, it provides a large amount of insight. The
algorithm for analyzing the Twitter data is straightforward. Since I am only concerned with N-grams
which are words, I can create vector with counts for N-grams based off the dictionary, which I use to
verify if an N-gram is a word. If I were interested in N-grams which were not words, then I would have to
assemble the N-gram database while processing the tweets. That would increase the computation time
massively because first I would have to search the database to see if the N-gram already exists, then add
to its count; otherwise I would have to write another algorithm to place it alphabetically in the database.
Again, alphabetizing is important because it allows me to use a binary search algorithm for finding words
within the database, then adding to their counts. Building the database based off the dictionary is also
more efficient because it is already alphabetized. I am using the following algorithm to process the raw
data:
while (std::getline(fileIn, row))
{
// Replace \uE032 with a space, so that the words on either side of it are
counted as 1-grams
std::replace(row.begin(), row.end(), '\uE032', ' ');
// Split the Tweet into 1-Grams
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}

std::vector<std::string> words = split(row, ' ');
std::string word;
for (int i = 0, l = words.size(); i < l; i++) {
word = words[i];
// Transform the N-gram to lowercase. That way “The” and “the” are
both counted
std::transform(word.begin(), word.end(), word.begin(), ::tolower);
// Find the index of this N-gram in the dictionary. A custom binary
search algorithm is used because the binary search algorithm in the
STL returns a binary value
auto it = binary_find(dictionary.begin(), dictionary.end(), word);
// Check to make sure the N-gram is in the dictionary.
dictionary.cend() is returned if the N-gram could not be found
if (it != dictionary.cend()) {
// Determine the index in the dictionary
int index = std::distance(dictionary.begin(), it);
// Add to the count
counts[index]++;
// This could also be gotten from summing the counts vector at
the end, however this is more efficient
totalWords++;
}
}

This counts all the 1-grams that are words. Putting each 1-gram into lowercase is very important to get
an accurate frequency. It accounts for the both uppercase and lowercase words, like “The” and “the”, as
well as counting the people who tweet in all caps like “THE” or the typos like “THe”. Originally, I was just
counting the 1-grams that were in the same form as the dictionary, which meant only uppercase words
were counted, and that yielded a frequency of 0.50% for the 1-gram, “What”. However, once I
implemented the case changes, the frequency of “What” dropped down to 0.37%. Of course, not all
words in the dictionary are used on Twitter, so a lot of 1-grams in my database show up as having 0%
frequency. That is irrelevant to my sample, and they are disregarded. On top of that, any words which
haven’t appeared at least 5 times are ignored (the same way Google excluded N-grams with a frequency
less than 40) since there is not enough data to accurately estimate the frequency. The frequencies are
calculated after the N-gram database is assembled:
std::vector<worddata> words;
for (int i = 0, l = dictionary.size(); i < l; i++) {
if (counts[i] < 5)
continue;
dictionary[i][0] = toupper(dictionary[i][0]);
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worddata wdata = {dictionary[i], (double)counts[i] / (double)totalWords,
counts[i]};
words.push_back(wdata);

}
SORT(words);

The same sort algorithm is used for sorting the data that is used in the Literature code. R is used again to
graph the distribution, using much the same code as for the literature graphs:
plot(x, freq, type="p", main="Twitter Word frequency", xlab="Word",
ylab="Frequency", pch=20)

The resulting frequency distribution is similar to the literature data, as shown in Figure 10.

Figure 10
The first thing to notice is that it is remarkably similar to the distribution of words in literature, in the
sense that it appears to be exponential, with most words being infrequent. However, with the literature
data, there are over 200,000 1-grams which are words. In the Twitter data, however, there is only a
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vocabulary of just over 26,000 words. This is partially due to my lack of data, but also because a lot of
words that are used in literature are outside of the vocabulary used by most Twitter users. Again, it is
better to look at the log graph of the data, which is produced with the following code:
logfreq = log(freq)
plot(x, logfreq, type="p", main="Log Literature Word frequency", xlab="Word",
ylab="Log(Frequency)", pch=20)

The resulting distribution, however, is different than the literature data, refer to figure 11.

Figure 11
This distribution is significantly different than the literature data. Again, however, the data is roughly
linearly distributed for most of the graph (of course a linear distribution on a log plot means that the
data is exponentially distributed), but it curves up steeply at the right edge of the graph. One thing to
notice about the log plot is that there are clear bumps (steps if you will) on left edge of the graph, which
does not happen on the literature data plot. This is caused because there are numerous words that have
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appeared 5 times (anything less than 5 was disregarded), and thus have the same frequency, causing a
flat section on the graph. This could be helped with more data. In the case of the literature data, the
frequencies are derived from the moving average over multiple years, making it almost impossible for
two words in the literature data to have the same frequency. Something else to notice about the two
distributions is that the Twitter log graph looks a lot like the right half of the literature log graph. Figure
12 shows the two side by side for comparison.

Figure 12
If more data was readily available, the 𝐿𝐿𝐿𝐿𝐿𝐿(𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹) for the Twitter data might match that of the
literature data more at the left tail.

The program for compiling the Twitter data also has outputted the raw counts. Again, that can
� � = �𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓∗(1−𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓). The following code is used to
be used to estimate the standard deviation, 𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓
𝑛𝑛

compute and graph the standard deviation, with the frequency plot drawn on top of it in blue for
comparison:
plot(x, sqrt((v * (1 - v)) / total), type="p", main="Twitter Word Frequency
Standard Deviation", xlab="Word", ylab="SD(Frequency)", pch=".")
par(new=T)
plot(x, v, type="p", xlab="", ylab="", axes=F, pch=".", col="Blue")
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The standard deviation plot produces a plot very similar to the frequency plot, as shown in Figure 13.
Note again, that the frequency in blue is not at the same scale as the standard deviation data, and is
only there for comparison.

Figure 13
� � plot seems to follow an exponential curve. The main difference, is
Like the literature data, the 𝑆𝑆𝑆𝑆�𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓

that it appears to be much less noisy. I attribute this to having less data. The standard deviation plot also
follows a similar form to that of the frequency plot. This of course means that when it comes to
estimating the true frequencies, it is more accurate with the less frequent words. However, since the
less frequent words also have smaller frequencies, it is important to again look at the relative
frequencies. The following code is used to generate the relative frequency graph.
plot(x, sqrt((v * (1 - v)) / total) / v, type="p", main="Relative Frequency",
ylab="SD(frequency) / frequency", xlab="Word", pch=".")
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The relative frequency graph for Twitter, however, is much different than the relative standard
deviation plot for Literature, appearing to be almost linear, as shown in Figure 14.

Figure 14
This shows how the standard deviation of the less common words is up to about 40% of the frequency
of that word. It also shows that more frequent words, while having higher frequencies, have lower
relative frequency.
Another difference between the literature and Twitter data sets is which words are most
common. In literature, the most common words in descending order are: “I”, “The”, “And”, “But”, and
“God”. However, on Twitter, the most common words in descending order are: “The”, “To”, “A”, “I”, and
“You”. “And”, while being the third most common word in literature, is the sixth most common on
Twitter. On Twitter, “God” is the 186th most common word. Again, this makes sense because there is a
lot of sacred writing in literature. Conversely, on Twitter, religion is not nearly as common a theme.
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Instead of religion, a very common topic on Twitter is politics. “Trump” is the 90th most common 1-gram
on Twitter.
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Conclusion

I began by processing the N-gram data for literature provided by Google. I sorted through
that data, discarding non-words and computing an overall frequency from multiple years into one
frequency value. Then I used that data to find out which words are more common than others. I
also analyzed the distribution of the frequencies in depth. On top of that, I also computed the
standard deviation of the proportions, providing insight into how far off the true frequency of a
word is from the predicted frequency.
From my analyses of the literature data, I found that a small handful of words are much
more common than the rest of the words. This makes sense, because some words in English are
hard to replace. Also, in the case of literature especially, an effort is made to use more varied
vocabulary. But literature is only one place where English is used. Analyzing word frequencies on
Twitter provides an important window onto contemporary everyday use of language. Since N-gram
data for Twitter is not available, I had to write a program from scratch to collect a large sample of
tweets. I then compiled the tweets, counting up the 1-grams and excluding the non-words. I used
the same processes to evaluate the Twitter data that I did with the literature data, analyzing the
frequency distribution, and computing the standard deviation for the sample. The major difference
between word usage on Twitter and in literature is that there are more high frequency words on
Twitter as opposed to literature, in which there are more low frequency words. The sample from
Twitter also has a much smaller vocabulary of words. This confirms what English teachers claim,
that everyday language, such as that used on Twitter, tends to rely on a smaller range of
vocabulary. Furthermore, the tweet-length constraint most likely compels people to use shorter
words and, therefore, fewer different words.
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I have developed specialized methods for working with the massive amount of data
required for linguistic analysis. I was able to apply these techniques to two very different data sets,
one of which I innovated methods for gathering. I explored a range of approaches, from
multithreading to RAM conservation to developing more efficient algorithms for searching. With
these techniques, I was able to answer my original questions, carry out the purpose of this project,
and answer questions that came up along the way. I hope some of the techniques I have developed
may be of use to others pursuing similar research.
I plan to continue my work on this project. One major issue which I would like to address is
the sample size discrepancy. The Google N-gram data counts over 19 billion 1-grams in 2008 alone,
and has N-gram data going back centuries. However, for the Twitter data, I only have 7 million 1grams, from a 1-day sample. The Twitter data set provided a starting place for comparison but
difference in sample sizes led to some complications with the data. Although processing Twitter
data sets is time-consuming, I plan to continue increasing my Twitter sample size, so that I can
further analyze and compare these two data sets.
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Executive Summary
The goal of this behavioral science project was to create a computational model that
would both simulate the movements of people and fires in a disaster situation and analyze the
results so that survival rates in these situations might be improved. The agent-based model was
created in the Python language. The model takes an image file of a floorplan as an input and uses
agent-based methods to simulate the propagation of a fire through a building and the reactions of
the people inside the building to the fire. Several postulates were developed to ensure that each
person reacts in a similar manner as they would in real life and that fires spread realistically. The
simulation was run on many different types of maps, each designed as a different type of
building. Twelve maps were designed in total, and each was modeled several times. The final
data for each map - total number of people who escaped, total burned, total trampled, and total
fire size - were exported to a separate file to be later analyzed.
The results of the project suggest that the layout of the building is crucial in determining
the survival rate of the people. Since the floor layout was the only parameter changed and the
data varied greatly across the layouts, it can be reasoned that difference in the floor layouts was
the main factor in determining the survival rate of each floor. This is evident as it appears that
final fire size seems to be independent of the survival rate on the floor. A measure of the
complexity of the floors was proposed, but no strong correlation between this factor and the data
existed. The floors with the greatest death rate were examined to determine qualitative features
that may have caused the extreme data. The narrow hallways and bottlenecks, which severely
limited the flow of people toward the escape, were major factors affecting death rates. In all, the
model was effective in providing relevant data to address the problem.
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The Problem
Fires are an unpredictable and dangerous aspect of modern life. For this reason, many
precautions are taken to prevent fires and prepare evacuation plans in case one does occur. The
goal of this project is simple: to develop a model that accurately models fire propagation and
human reaction to a disaster situation in order to determine how buildings and human responses
might be altered to maximize survival rate in a disaster situation.
Simulation is an effective tool to design buildings to avoid loss of life in fires. It can
identify design issues before the building is constructed and provide a solution before a disaster
occurs.
“In 2015, there were 1,345,500 fires reported in the United States. These fires caused 3,280
civilian deaths, 15,700 civilian injuries, and $14.3 billion in property damage.
● 501,500 were structure fires, causing 2,685 civilian deaths, 13,000 civilian injuries, and
$10.3 billion in property damage.
● 204,500 were vehicle fires, causing 500 civilian fire deaths, 1,875 civilian fire injuries,
and $1.8 billion in property damage.
● 639,500 were outside and other fires, causing 95 civilian fire deaths, 825 civilian fire
injuries, and $252 million in property damage.”
-- “Fires in the U.S”, The US National Fire Protection Association
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Computational Model
The model takes a 32 pixel by 32 pixel 16-color bitmap as an input argument and uses
this to create a map of a floor on which the fire spreads and the people move. The bitmap is
parsed, and the color of each pixel is used to determine the type of tile to be created at a
congruent position in the model. This creates an instance of the ‘floor’ class, which is the base
class for each other object in the simulation. The floor class consists primarily of an array called
the definitemap, which consists of nested lists. The nested lists allow each tile to be reached by
calling its coordinates, and so the definitemap functions as an array. Each member of the
definitemap is a tile, which models a square meter region. There are four types of tiles: walls,
which slow fires and through which people cannot travel; locations of people, which each create
a person object at the beginning of each trial; locations of fire, which create a fire object at the
beginning of each trial; and escape tiles, which each person object moves toward. The tiles each
have four characteristics, which are stored in the definitemap: type of tile, whether the tile has a
fire occupying it, how many people are in the tile, and the direction in which a person at the tile
needs to move to reach the exit. After the graphic input is parsed, person objects and fire objects
are created at the locations determined by the parsed file, which then begin to iterate in a
recursive process which simulates the passing of time. Each iteration increases a variable in the
floor class, and depending on whether this variable is evenly divisible by the person and fire
speeds determines whether the person and fires move respectively. Finally, the data collected at
each iteration are exported to a csv file, which can later be opened to examine and draw
conclusions.
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The ‘person’ class defines a person whose goal is to reach an escape tile. The
route-finding system for the person class is created by the createpriorities method in the floor
class. Each tile that is visible in a straight line from the exit in one of the four basic directions is
denoted by a certain priority: +1 y, +1 x, -1 y, and -1 x. Then, each tile visible in a straight line
in one of the four basic directions from the newly created priority tiles are given a lower priority.
This process keeps repeating until every non-wall tile is given a priority, which is one greater
than the lowest number of 90 degree turns required to reach the exit from the tile. Each person
tries to move to a higher priority tile, a process which eventually takes them to the escape. The
person will only deviate from their path if there is an object in the way - either a fire or a group
of people - and will always attempt to follow their current path. If there is an obstacle in their
path, they will attempt to change their route in the manner that affects their path the least. If there
are too many hazards in the region surrounding the person, they will die. If the person finds
himself or herself on an escape tile, he or she will leave the floor and increase the number of
survivors. At each iteration, each person moves, checks whether they have escaped, and checks
whether they have died.
The ‘fire’ class defines a fire, which moves semi-randomly about the floor. Each
iteration, the fire checks the surrounding 25 tiles for tiles that are devoid of walls and randomly
chooses to spread to one of them. Fires are slowed by walls; they have a small chance of moving
through a wall if the tile it chooses a tile separated from the original by a wall. The speed at
which the fire propagates can be changed by allowing it to iterate more or less frequently than
the person class iterates. The speed of the fire changes when it reaches a certain size; this
simulates real world fire propagation, which speeds up after the fire reaches the ceiling, which

5

lacks obstacles and allows it to travel freely. Fires do not die out over the course of the
simulation.
The model can be run in two different ways. First, the model can be displayed in the
graphics interface, which displays the movement of the fire and the people with the progression
of time. This method of running the simulation is useful because it shows the progression of the
model visually, which can be more easily understood by the person collecting data from it.
However, it can also be run without the graphics interface; in this case, it returns certain statistics
about the model to a CSV file, which can later be used to analyze many trials of the model. This
allows for faster acquisition of data and larger volumes of it, which makes the trials performed
by the model more reliable.
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Validation
The model will be validated in two ways. The first is to make the input parameters as
close as possible to experimental data so that the model is as realistic as possible. As discussed
later, this is not possible in all cases, so in addition, basic postulates will be adopted to match the
behavior of the model to the real world.
Baldwin, Melinek, and Thomas give the probability of a fire spreading to an adjacent
room as 0.1. This will be adapted to the model as the probability of a fire going through a wall. If
a fire chooses to spread to a square separated from the original by a wall, it will have a 10%
chance of success.
A typical walking speed is an average from 7 to 9 kilometers per hour, which equates to
2.5 meters per second. Each iteration of a person gives 1 meter worth of movement, so people
should iterate 2.5 times per second. Fires spread quite slowly - Baldwin, Melinek, and Thomas
give the fire spread constant, a in the equation S t = S 0 eat , as 0.1 min-1, which is equivalent to
0.00167 s-1. Since the fire is likely to spread from one square to another at the beginning of the
fire propagation given in the model, it can be modeled by S Iteration = 2Iteration . The conversion
between iterations and time can be calculated by equating SIteration and St in the previous two
equations, which yields that the fire should complete 0.0024 iterations per second, or iterate
about once per every thousand iterations of a person. Fires move quite slowly when compared to
people; as such, if the model were run with these parameters, it would merely be a test of the
route - finding system. However, more valuable data can be obtained by using much faster fires,
ones that iterate much faster than experimental data show. Faster fires will more clearly
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demonstrate the effect of poor map design or poor people movement, and so the less realistic
model may still provide more valuable data.
Another method that may be used to validate the model is to define prior postulates and
ensure that the model follows them. The postulates should follow clearly from sources of data
and common sense. The following are the ones used in the current model:
People Postulates and Reasoning
1. People will always attempt to take the shortest route.
The shortest route is generally the fastest path to a target, and as such people will take it. People
want to minimize the time, distance, and discomfort to their target (Treuille), and so they will
attempt to take the shortest route.
2. (Corollary to 1): People will always try to move in straight lines.
3. (Corollary to 1): People will only change course if they encounter an obstacle.
4. People will never intentionally endanger themselves.
Humans have a strong self-preservation instinct.
5. People will never prioritize other people's safety over their own.
People, in general, will very rarely seriously endanger themselves for others. They choose, in
general, to optimize their own path, much in the same way as in Postulate 1, not trying to help
optimize the survival rate of others.
6. (Derived from 1, 4, and 5): A person will endanger another person if and only if it improves
their own chance of survival.
7. People move more slowly through densely packed (people or hazards) space.
The more people in a space, the harder it is to find a space to move into (Karamouzas).
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8. If an area is too densely packed (people or hazards), people will start to die.
Crushing and trampling commonly occur in panicked and cramped situations.
9. People know the direction of the exit.
Since the people in the simulation entered the building, they will know how to exit it.
Fire Postulates
1. A fire will spread pseudo-randomly
Floor Postulates
1. Each tile is one meter wide
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Conclusions
The model was run several times per map without graphics. The results of each trial number of people escaped, trampled, burned, trapped, and the size of the fire - were used to find
correlations between different aspects of the data.
One interesting conclusion is that the final size of the fire seems to have little effect on
the final mortality rate. This is clearly demonstrated in the trials on the Bottleneck and the
Auditorium map, the two with the highest mortality rates (see Bottleneck and Auditorium Appendix B). The fire spreads in the Bottleneck map more rapidly than on most other maps,
which may be interpreted as a cause for its high lethality. However, the fire on the next most
lethal map, the Auditorium, grew more slowly than on other maps (see Fire Size - Appendix A).
This can be attributed to the high density of walls, which block the spread of fire, on that map;
these walls serve to restrict the flow of the fire, but since they also restrict the flow of people, the
mortality rate remains high. Similarly, in the Bottleneck map, the long, narrow corridors block
the flow of people; this causes a large number of trampling deaths, which are rare among data
from other maps (see Final People on Each Map - Appendix A). From this analysis, it seems
likely that floor design plays a greater role in the success of an evacuation than does the random
spread of fire.
One hypothesis formed prior to running the model was that the maximum priority of each
floor would be a good indicator of the complexity of the floor and therefore a measure of the
lethality of the floor. No strong correlation was found between these sets of data (see Lethality
Against Maximum Priority - Appendix A).
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Another interesting aspect of the data is that the burned curve, in several cases, seems to
follow the escaped curve. This trend is most noticeable in the Cubicles data, where the curves
nearly exactly match (see Cubicles - Appendix A, and Cubicles - Appendix B). It is visible to a
lesser extent on the Conferences map, which may be due to the erroneous placement of three
starting fire tiles instead of one on the map, increasing the burned death toll (see Conferences Appendix A, and Conferences - Appendix B). This reveals a fundamental insight into the nature
of the model; the burned curve lagged slightly behind the escaped curve in many cases,
suggesting that the majority of the people were approaching the exit as the fire increased in
lethality. It has already been discussed that the fire iterates much faster in the model than in real
life, and so it is likely that the death toll in the model is far greater than to be expected in real
life.
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Executive Summary
Our project is a model of the spread of the Influenza Thread A between two
hypothetical neighborhoods. By studying how individual conditions can affect the
spread of a disease through two different neighborhoods, we hope to suggest factors
that will minimise the spread of Influenza Thread A. We can utilize our data in order to
show if individual decisions produce a quicker spread through the community. This data
can also help us understand on a local level, how the disease spreads in different
conditions. Our model considers countermeasures against disease (vaccines), and
contagion time periods.
We created a computer model in Python, to demonstrate the spread of Influenza
between two communities. The model simulates the movement of agents between day
and night congregation points. Each run of the simulation takes a number of
parameters including:
● The total number of humans
● The number of houses or rooms in each environment
● The percentage of people in communities 1 and 2 that are living healthy lifestyles
● A low or high likelihood to catch the disease (associated with healthy lifestyle)
● The times when the disease starts and stops being contagious in communities
with or without health care
● Access to health care in communities 1 and 2
● Percentage of vaccinated humans in communities 1 and 2
We tested the model with a number of simulations that grew in complexity as the
model matured. These simulations are presented below. The simulations demonstrate
that the model can predict, on a local level, how the disease spreads through different
communities in different conditions.

Problem Statement
While discussing potential ideas for our project, we came across Google
Trends. In our Computer Science class we read an article that went over how Google
Trends could be used as a database for influenza infection rates by viewing the search
results for “flu symptoms”. The problem is that Google Trends can only present data
from the past. To address the factors that cause the Influenza to spread, we wanted a
computer model that could simulate future situations and provide useful data.
Expanding on the idea of simulating future situations, we decided to add variables, such
as vaccines, to see how the initial conditions in a community would affect the spread of
influenza. Of course our model is only a basic simulation, however, in the future we wish
to increase its complexity to develop a program that makes more accurate predictions.

Solution Method
We plan to solve our problem by creating a model that will incorporate the given
variables, along with a fairly basic agent-based Python/Mesa model in order to show the
spread of the disease between the two different neighborhoods. We will compare how
the different demographics will affect the severity of the illness in the two
neighborhoods. We would also like to explore what factors battle the infections
(healthcare, vaccinations, and lifestyle).

Our simulation was created with the intent of understanding influenza so that it
can be controlled and combatted. By manipulating different variables, we hope to
discover which methods of disease control are the most effective.

The main problem with this is that the simulation needs to accurately predict what
would happen in real life. The immense complexity of the world makes it hard to
replicate, so we’ve performed research to create a generalized model. Its accuracy is
limited, but it is useful for tracking trends.

Verification and Validation of the Model
● Validation - Are you building the right thing?
● Verification - Are you building it right?

Validation
Influenza is a virus that infects many during the winter and early spring. With
research we have found that the disease has a main “type”, Influenza A. This virus
usually spreads once a year peaking in February. We have found that 5-20% of the
United States will get the virus per year. From these infections about 1-4% of people will
die, mainly due to pre-existing health conditions. Due to these facts we decided to
ignore the lethality of the disease, and focus on it’s spread (contagion).

We also found the vaccine rates across the U.S. by age group, with roughly 49%
of children 0.5-17 years old having gotten the vaccine, and a whopping 31.7% of adults
18-64 having received a vaccine. We can incorporate this into our program by giving
49% of children a smaller chance of being infected, and 31.7% of adults a smaller
chance of being infected. Since vaccinations play a major role in fighting Influenza, we
decided to incorporate vaccines into our model. We have also researched and
incorporated when you can pass the disease onto others, and how long you are
symptomatic. This is important as it serves as a base for a more complex epidemiology
model. From our research we have a hypothesis that people from neighborhoods
without health care possibly have a higher chance of infection. This is a hypothesis still
needs of some more research to further back it up and will be addressed in year two of
the project.

Verification
The entered data gave simulations that provided useful graphs that
displayed the infection trends for the two communities. Trials 6 and 7 (shown below)
provide a clear example. In Trial 6, the communities had about 10 people per room and
the disease had a 40% (L=0.4) chance to infect others. In Trial 7 the communities also
had about 10 people per room but the disease had a lower, 20% (L=0.2), chance to
infect others.
Since it was easier to catch the disease in Trial 6, the infection sum shows a
turning point later than the infection sum turning point in Trial 7 (Trial 6 shows a turning

point of infections at about 22 days and Trial 7 shows a turning point of infections at
about 45 days). Because the infection probability in Trial 7 was half of the probability of
Trial 6, one would assume that the turning point in infectivity would have been later in
Trial 6.
This is a useful simulation in that it shows the connection of the contagiousness
parameter and the actual rate of spread of the disease in the model.

Selected Results
Trial 1 - Persistent disease, high infectivity
We started with a basic simulation to show the spread of a disease through a
community of 150 agents. Figure 1 shows the number of infected agents versus the
number of time steps (Days*2) for this simulation.

Figure 1: This is a trial that was carried out that involved 150 human agents and
they infected others for ~60 days (day/night). There were 10 rooms per household,
school, and work and the disease had a 50% (L=0.50) chance to infect others in the
same room as them. Once the human agent is infected, they never become un-infected.

Trial 2 - Persistent disease, medium infectivity
Here we made it a little more difficult for people to catch the disease. You can
see that it takes longer to spread.

Figure 2: This is a trial that was carried out that involved 150 human agents and
they infected others for ~60 days (day/night). There were 10 rooms per household,
school, and work and the disease had a 10% (L=0.1) chance to infect others in the
same room as them. Once the human agent is infected, they never become
un-infected.

Trial 3 - Persistent disease, low infectivity
In Trial 3 we made it even more difficult for people to catch the disease. You can
see that it takes much longer to spread to the full population.

Figure 3: This is a trial that was carried out that involved 150 human agents and
they infected others for ~180 days (day/night). There were 10 rooms per household,
school, and work and the disease had a 1% (L=0.01) chance to infect others in the
same room as them. Once the human agent is infected, they never become
un-infected.

Trial 4 - Large Population, Medium infectivity
Now we tried more agents to see of the results would still finish in a reasonable
amount of time.

Figure 4: This is a trial that was carried out that involved 1000 human agents
and they infected others for ~100 days (day/night). There were 100 rooms per
household, school, and work and the disease had a 10% (L=0.1) chance to infect others
in the same room as them. Once the human agent is infected, they never become
un-infected.

Trail 5: Transmission between communities
In Trial 5 we improved the Python graphics so the infection rate in both
communities could be observed. We added a line for the number of people that are
immune overall.

Figure 5: This is a trial that was carried out that involved 300 human agents and
they infected others for ~30 days (day/night). There were 30 rooms per household,
school, and work and the disease had a 20% (L=0.2) chance to infect others in the
same room as them. The humans became contagious after day 2 and became immune
after day 15. 20% got a vaccine.

Trial 6: Shortened course of disease but increased
contagiousness
Here we studied the effect of increasing the contagiousness but reducing the
duration of an individual’s illness.

Figure 6: This is a trial that was carried out that involved 300 human agents and
they infected others for ~30 days (day/night). There were 30 rooms per household,
school, and work and the disease had a 40% (L=0.4) chance to infect others in the
same room as them. The humans became contagious after day 3 and became immune
after day 7. 5.5% got a vaccine.

Trial 7: Reduced contagiousness.
Here we mainly reduced the contagiousness from Trial 6.

Figure 7: This is a trial that was carried out that involved 1000 human agents and
they infected others for ~30 days (day/night). There were 100 rooms per household,
school, and work and the disease had a 20% (L=0.2) chance to infect others in the
same room as them. The humans became contagious after day 2 and became immune
after day 5. 20% got a vaccine.

Trial 8: Introducing lifestyle and community health care
parameters
For Trial 8 we rewrote parts of the model to use parameters Ms. Hooten
suggested. Communities can now have a hopsital or not. Also each community can
have a different ratio of people living health lifestyles.

Figure 8: This is a trial that was carried out that involved 1000 human agents and
they infected others for ~30 days (day/night). There were 200 rooms per household,
school, and work and the disease had two likelihoods. The likelihood for healthier
people to catch the disease is 20%. Comparatively the likelihood of catching the
disease for unhealthier people is 90%.The humans became contagious after day 3 and
became immune if healthy after 7 days. On the contrary if you are unhealthy it takes 9

days. In first community there is access to healthcare, and in the second community
there is no access to healthcare. In the first community .1% were vaccinated and in the
second community 1% were vaccinated. It is worthwhile noting that community two
picked up the disease faster and took longer to recover and become completely
immune.

Trail 9; Tamiflu
We modelled the effects of Tamiflu, a drug that reduces the numbers affected by
the influenza virus. It does this by attaching itself to the outside of the virus, preventing
the virus from replicating. Studies have looked at the effects of Tamiflu. A article in the
Journal of American Medical Association (JAMA) found that Tamiflu reduced contagion
too 11% among family members. This simulation uses these statistics.
http://livehealthy.chron.com/still-contagious-after-taking-tamiflu-10334.html

Figure 9: This is a trial that was carried out that involved 10000 human agents
and they infected others for ~50 days (day/night). There were 1500 rooms per
household, school, and work and the disease had two likelihoods. The likelihood for
healthier people to catch the disease is 11%. Comparatively the likelihood of catching

the disease for unhealthier people is 75%.The humans became contagious after day 2
and became immune if healthy after 1 days. On the contrary, if you are unhealthy it
takes 10 days. No one was vaccinated in either community. You can see the tamiflu
was a success in community 1.

Conclusion and Achievements
We started with a basic model, a model with just rooms and the ability to catch
the disease. Then after doing some research, we added a vaccine percentage, or the
percentage of the population that is immune to the disease. We consulted our teacher,
who suggested that we add a variable to describe access to health care, or hospitals,
into the communities and and a variable for the agent’s desire for a healthy lifestyle.
Although our project provides only basic simulations, it is useful for comparing trials that
gives potentially challenging outcomes. Data that challenges preconceptions introduces
new questions that prompts the maturing of our simulation and the introduction of
variables that we may have thought to be unnecessary.
Our most significant achievement is the ability to take several variables and
obtain a simulation. Each simulation is different and each provides different insight. The
example provided in the “validation” shows that comparing two simulations allows us to
decide which variable we should change next. If we find that the rate at which people
come in contact is more of a factor than vaccines or contagiousness, then we can
improve the conditions of the community by lowing the “rooms density” and see if it
does improve conditions (lower number of infections).
Going into the future, we wish to incorporate real world data from the past,
change variables to predict a future outbreak, and see what would help the communities
the most. As of now, our simulations only provide insight about how the variables affect

the number of infections. To create a reliable model that can accurately predict infection
rates, we need to increase our simulation’s complexity. Some variables that we may like
to add in the future are; age, diet, additional communities, transportation, and greater
complexity in the interactions of the “community agents”.

Code
Selecting a language
We chose Python because we went on the Santa Fe Tech tour in Socorro and
discovered that Python fit our needs. We are using Python 3.6 for our project. It
creates a nice graph when all of the variables are filled. Python was more complicated
than was required, but it still performed well.

Choosing Mesa for agents
Our program requires us to make a model about the spread of disease. Writing
models from scratch in Python is quite difficult, so we decided to look online for
premade libraries to make the job easier. What we found was the Mesa framework.
Mesa was first released on June 21, 2015 by the programmers at George Mason
University in Virginia. We used a video and a web page to learn how to use it. It is a
basic agent-based modeling Framework. Mesa simplifies tasks and allows the user to
analyse and visualize their work. Mesa has built-in support for the agents, like spatial
grids and agent scheduling.
You can learn more about the Mesa framework at;
http://mesa.readthedocs.io/en/latest/tutorials/intro_tutorial.html

Day and Night for agents
In our model, humans travel between their nighttime communities and their
daytime school or work. The communities are divided into households and infected
human can infect others within their household. During the day, the school and work
are divided into rooms, where inhabitants can infect each other. A time step is
comprised of both a day and a night.

The parameters we used are number of humans, number of rooms, infectivity
likelihood, contagion start, contagion end, and the percentage of vaccinated humans.

The big data structure
We hold all the agent’s placement in a matrix. The height (number of rows) is
based on the number of houses or rooms in each community. There are four columns
that correspond to the day and night placement of the agents. Each agent has its own
concept of its location during the day or night, and will move around the matrix in
accordance to the timestep cycle.

Community 1

Community 2

School

Work

House 1

House 1

Classroom 1

Office 1

House 2

House 2

Classroom 2

Office 2

House 3

House 3

Classroom 3

Office 3

House 4

House 4

Classroom 4

Office 4

House 5

House 5

Classroom 5

Office 5

The source code
# Project 2017 ATC - Flu Transmission
# Built on Mesa Agent Library from George Mason Univ.
# Written by Ben Thorp
# ATC-3 Ben Thorp, Ben Sheffer, Alex Baten, Teddy Gonzales
# Version 1.1
#

Added start and stop of contagiousness

# Version 1.2
#

Added HealthCareAccess and HealthLifeStyle

from mesa import Agent, Model
from mesa.time import RandomActivation
import random
from mesa.space import MultiGrid
from mesa.datacollection import DataCollector
import matplotlib.pyplot as plt

# Function that computs the number of infections for graphing
def compute_infections(model):
total_inf_count = 0
for cell in model.grid.coord_iter():
cell_content, x, y = cell
for human in cell_content:
if human.infected:
total_inf_count += 1
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ABSTRACT
A statistical model was created to predict yields out to year
2100 for three crops: corn, soybeans, and rice, and applied
to future climate scenarios. The model is based on correlations and linear regressions between historical crop yields
and daily weather observations since 1970 for every county
in the U.S. Many counties show significant correlations (64%
of corn counties) and highly significant correlations (41%).
Linear regressions for each county demonstrates the crops’
sensitivity to heat extremes. In the southern region of the
growing counties, the slope is very negative, but in the north
it is slightly positive, implying that crops will grow better
farther north in the future. Future temperature means and
extremes were computed for each county from daily highresolution climate model data, for high and low emissions
scenarios to 2100. The model shows that climate change
will have a strong influence on corn and soy yields, and less
on rice. For the high emissions scenario, crop yields are predicted to decrease by 3.8% per decade for corn, 2.4% for
soy, and 0.83% for rice, if there are no compensating improvements in agricultural technology. Decreases in crop
yields for the low emissions scenario are about half as much.
This compares with an average increase in yields of 24%,
18%, and 17% per decade since 1970 due to improvements
in plant breeds and farming practices. Climate change results in a loss of $22 billion per year by 2100 for corn for
the high emissions scenario, in today’s prices. This study
highlights the importance of accounting for future costs of
climate change when choosing today’s energy policies, and
motivates continued improvements in agricultural technology to compensate for warming temperatures.

1.

INTRODUCTION

The U.S. is the world’s top producer of maize and soybeans (Novak et al., 2016; GlobalSoybeanProduction.com,
2016). In 2015, the U.S. produced 13.6 billion bushels of
maize. At a price of $ 3.60 per acre, this amounts to $ 49
billion of maize crop value in 2015 (Novak et al. 2016). Not
only is maize a huge source of food, it also has a massive
impact on the economy. One of the most uncertain aspects
of climate change is the risk to crops. With more heat waves
and higher summer temperatures, yields could decrease and
the results could be catastrophic.
There are two ways to model the impacts of climate change
on yields. Statistical models, including this study, use historical correlations from observations to develop empirical
relationships between yields and weather. Process models
are based on the mechanisms of an individual plant’s bio-

Figure 1: The maize yield over time for an example
county. Data is from the USDA (USDA 2016). All
plots created by author.

chemistry and then are scaled up to large domains. There
are many past studies that have analyzed yields using both
methods (table 1). This study is one of the few that projects
future yields out to the year 2100, as well as analyzing
multiple crops over the U.S. It is most similar to Lobell
and Tebaldi (2014); however, they analyze maize and wheat
and compute probability distributions for the next 20 years,
while this study projects maize, soy, and rice yields to 2100.

2.

METHODS

A model was created using python code to read in historical weather and crop data, compute a statistical model,
and project crop yields to 2100 based on two future climate
model scenarios with analysis of the impact of improving
agricultural technology. The computer program was completely written by the author, contains 3500 lines of python
code and used 207 gigabytes of data. First, annual data of
crop yields was downloaded for every county for years 1970
through 2015 from the USDA (Hamer et al., 2017). The
start date was chosen as 1970 because before then the yields
were more variable and the farming practices were not as
standardized (irrigation, pesticides, herbicides, fertilizers).
Three different crops were examined: maize, soybeans, and
rice. Next, daily weather station data was downloaded for
all weather stations in the U.S. with data since 1970. The
data included maximum and minimum daily temperatures

Reference
This Study
Anderson et al. (2015)
Butler and Huybers (2013)
Butler and Huybers (2015)
Gornott and Wechsung (2016)
Lobell and Tebaldi (2014)
Ray et al. (2015)
Tao et al. (2016)
Tebaldi and Lobell (2008)
Ummenhofer et al. (2015)
Wang et al. (2014)
Wang et al. (2016)
Zhang et al. (2015)

Model
statistical
both
statistical
statistical
statistical
statistical
statistical
statistical
statistical
process
statistical
process
statistical

Crops
maize, soy, rice
maize
maize
maize
maize, wheat
maize, wheat
maize, rice, wht, soy
maize
maize, wheat, barley
maize, wheat
rice
irrigated rice
maize

Location
U.S.
U.S.
U.S.
U.S.
Germany
global
global
China
global
IA, Aust.
China
China
China

Future
yes
no
yes
no
no
yes
no
no
yes
yes
yes
no
no

Measurement
temp
soil moisture
temp
temp
temp, rad., precip
temp, precip
temp, precip
temp, radiation
temp, precip, CO2
precip
temp (GDD,KDD)
extreme temp stress
temp

Period
1970-2100
1980-2012
1981-2008
1981-2012
1991-2010
1980-2050
1979-2012
1981-2009
1950-2100
1900-2100
1980-2050
1980-2010
1961-2005

Table 1: Overview of past papers written on this topic.

a.

b.

c.
Figure 2: Maize yield plotted against summer average temperature (a), heat waves (b), and killing
degree days (c) for an example county. All correlations for this county are highly significant

and was downloaded from the Daily Global Historical Climatology Network (Menne et al., 2012).
Once the data was read in, weather stations were chosen
to represent each county. To improve the accuracy in the
weather station data, the model was designed to average together the two closest stations to the center of every county.
If one station was missing some data, the other station’s
data was used. Next, 10 different means and extremes were
found for each county. Most of the extremes were calculated using percentiles. Percentiles were found by computing a histogram of that variable from the daily data from the
years 1970 to 1990. Once the 90th and 10th percentiles for

temperature were found for every county, extremes could be
computed. The definitions for these measures come from the
Intergovernmental Panel on Climate Change (IPCC, Hartmann et al. (2013), Box 2.4 pg. 221). The three means and
extremes with the highest correlations to yields are shown
in table 2. These were the temperature measurements used
to predict future yields.
Crop yields have increased significantly since 1970 due to
improvements in irrigation, pesticides, herbicides, fertilizers,
and plant breeding. Linear regressions and correlations were
computed between crop yields and each temperature measurement for every county. This was done by first taking
out the trend line in the yield data due to technology increase. After removing this trend, the correlations between
crop yields and temperature extremes can be examined. The
three temperature measurements with the highest correlation to crop yields were the summer average temperature,
heat waves, and killing degree days. These correlations to
crop yields were used to create a statistical model designed
to predict future yields.
Future climate model data was downloaded from a Climate Model Intercomparison Project Version 5 (CMIP5)
dataset for two IPCC scenarios: a high emissions future
with a Representative Concentration Pathway (RCP) that
induces an extra 8.5 W/m2 of radiative forcing and a low
emissions scenario with RCP of 4.5 W/m2. The data was
from the Community Earth System Model (CESM, Feng
(2016)) and had high resolution in space (one tenth of a
degree) and time (daily). Once the closest model grid to
the center of each county was found, future yields could be
predicted.
First, summer average temperature, heat waves, and killing
degree days were found for each county for every year until 2100. Next, yields were predicted using the statistical
model created from the correlations between past yields and
the weather measurements. Finally, the prediction for the
three temperature measures were averaged to get a better
prediction because each measurement predicted the yields
slightly differently. National averages of crop yields were
computed by only averaging the counties that grew at least
10% as much as the top county.
In order to predict yields in this manner, some assumptions had to be made. One of the assumptions is that the
linear trend between yields and temperature measurements
extends to higher temperatures. Crop yield is correlated

Measurement
Summer Average Temperature
Heat Waves
Killing Degree Days

Definition
Avg of all daily max temps over months June, July, and August
Frequency of 3 daily high temps in a row >90th percentile
Number of degrees the average daily temperature is above 68F,
summed over the growing season

Units
F
#/year
degrees*days

Table 2: Temperature Measures Computed with a high correlation to yields.
with many things, only one of which is temperature. For
example, crops are also correlated with precipitation and
soil conditions. Also in 1970, more marginal land was used
for farming. Now, less marginal land is used and farming is
much more intensive and technology-based. An assumption
was made that the correlation with temperature is higher
than the correlation with these other things (except technology) and that these other conditions will stay about the
same.
This model does not include the effects of carbon dioxide
fertilization, which refers to higher plant growth rates due to
higher concentrations of carbon dioxide. In future climates,
plants will experience a combination of higher temperatures,
droughts, and increased carbon dioxide. In order to include
the results of carbon dioxide fertilization, one must use process models. However, past studies using process models
have found that once all of the factors are added in, future
yields are even lower than predicted by statistical models
alone (Field et al., 2014, Figure 7.2b).

3.

RESULTS

Results are presented for an example county of Washtenaw, IL, and then for all counties for past correlations and
future predictions. Washtenaw County, IL was chosen as
an example because it is one of the highest maize producing counties in the U.S. Like most counties, its maize yield
has been increasing on average since 1970 (fig. 1). Results
are presented of the correlations between Washtenaw’s detrended maize yield (the impact of technology removed) and
three different statistics: summer average temperature, heat
waves, and killing degree days (table 2).
Summer average temperature and heat waves both have a
correlation of -0.71 with maize yields for Washtenaw County
(fig. 2b). As summer average temperature increases and
there are more heat waves, yields decrease. The correlation
between maize yields and killing degree days is slightly less
at -0.67 (fig. 2a, 2c). A correlation is considered significant if there is less than one in 20 chance that the correlation happened through a random process and is considered
highly significant if there is less than one in 100 chance. For
46 years of data, the correlations are significant if they are
above 0.49 (or below -0.49) and highly significant if the correlations are above 0.59 (or below -0.59, Crow et al. (1960),
p.241). All correlations for Washtenaw, IL, are highly significant.
These correlations between all temperature measurements
and all three crops were collected for every county and presented on maps of the U.S. Only counties that either consistently grew their crop over the past 10 years or grew at
least 10% as much as the top county are shown. Correlations
are now presented for maize. On average, heat waves have
the highest correlation with a mean of -0.46 (fig. 3b). 64%
of the counties have a significant correlation and 41% have
a highly significant correlation. Summer average tempera-

ture has a mean correlation of -0.44 with maize, and killing
degree days has a mean of -0.41 (figs. 3a, 3c).
The slopes of the best fit lines were computed for every
county and every statistic and presented on maps of the U.S
(fig. 4). Almost all of the slopes are negative, meaning that
when there are higher temperatures, the yields are lower.
For maize, the slopes in the south-eastern growing region
such as in Missouri, southern Illinois, and Indiana are large
negative values. This means that the yield is extremely sensitive to more heat extremes and the yield greatly decreases
in hotter temperatures. Farther north, in states such as
Minnesota and South Dakota, the slope is either about zero
or in some places even slightly positive. This means that
the yields are not affected by heat extremes. The same general results were found for soy and rice. Because of this,
the places where crops are grown will most likely shift north
over time where average temperatures are cooler.
For all three crops, heat waves have the highest correlations. Thus, the correlations of heat waves are presented
for all three crops (fig. 3b, 5). When averaged across cropgrowing counties, soybeans have a correlation of -0.37. 47%
of the counties have a significant correlation and 27% have
a highly significant correlation. Rice has an average correlation -0.22 with heat waves and has no counties with significant correlations.
Next, the correlations were used to predict crops into the
future for two different scenarios: RCP 8.5 (high emissions)
and RCP 4.5 (low emissions). Histograms of the temperature measurements are shown for three different times and
scenarios: 1970-1980, 2090-2100 low emissions, and 20902100 high emissions (fig. 6). These have an average summer
temperature of 85o F, 91o F and 97o F, respectively. The histograms only show temperatures for counties within a box
in the midwestern U.S.
Plots are shown for for two conditions: A) if technology
stopped improving today (figs. 7a, 8a, 9a) and B) yield assuming that technology will continue to improve at the same
rate as it has since 1970 (figs. 7b, 8b, 9b). Because maize
has the highest correlations, it is affected the most by the
warming climate. Yields between 1970 and 2015 improved
from 80 bushels/acre in 1970 to 170 bushels/acre. If technology no longer continues to improve, the yield is predicted to
drop back down to 100 bushels/acre for high emissions and
140 bushels/acre for low emissions by 2100 (fig. 7a). If technology continues to improve at the same rate, the yield will
reach 250 bushels/acre by 2100 for high emissions and 280
bushels/acre for low emissions (fig. 7b). This translates to
a 3.8% decrease in maize yields per decade for a high emissions scenario, 1.8% decrease for a low emissions scenario.
This compares to a historical 23.7% increase in yields per
decade due to agricultural technology improvements (table
3).

a.

a.

b.

b.
Figure 5: The correlations between soybean (a) and
rice (b) yields and heat waves for every county in
the U.S.

c.
Figure 3: The correlations between maize yield and
summer average temperature (a), heat waves (b),
and killing degree days (c) for every county in the
U.S.

Figure 6: Summer average temperature (o F) for
three different times and scenarios. Results are only
for U.S. maize growing region. Model data from
Climate Model Intercomparison Project Version 5
(Feng, 2016).

Historical
Future: high emissions
Future: low emissions
Figure 4: The slopes of the best fit lines between
maize yield and heat waves for every county in the
U.S. (bushels/acre/number of heat waves)

maize
23.7
-3.8
-1.8

Soybeans
17.7
-2.4
-1.2

Rice
17.40
-0.83
-0.37

Table 3:
Percent yield change per decade. Historical is due to technology changes since 1970 and
future is due to climate change, but without future
technology increases

a.

a.

b.

b.

Figure 7: Projected U.S. maize yields to 2100. (a)
shows the future with no further agricultural technology increase and (b) shows the scenario when
technology continues technology improvement.
Even with the optimistic conditions of continuous technology improvement, there is a huge loss in yields below the
current trend line. This translates into a loss of about $14.5
billion per year by year 2100 for a low emissions scenario,
and $22 billion for a high emissions scenario. This was calculated using today’s money and the current cost of maize
and comparing to a trend line with no climate change.
Soybeans are affected by temperature extremes less than
maize, but more than rice. Soybean yield has improved from
25 bushels/acre in 1970 to 50 bushels/acre today. If technology no longer improves, yield will decrease to about 35
bushels/acre for high emissions and 43 bushels/acre for low
emissions by 2100 (fig. 8).
Rice is the least sensitive to temperature extremes. In
1970, the yield was 4500 pounds/acre and it is now 7500
pound/acre. The yield will decrease to 6750 pounds/acre
by 2100 for high emissions and 7200 pounds/acre for low
emissions with no more technology improvements (fig. 9,
table 2).

4.

CONCLUSIONS

This project predicts yields out to year 2100 for three different crops: maize, soybeans, and rice, and two different
climate scenarios: RCP 8.5 (high emissions) and RCP 4.5
(low emissions) while taking into account the importance of
technology trends. Maize is affected the most by the weather

Figure 8: Same as figure 7, but for soybeans.

and its yields are predicted to decrease the most in the future. Soybeans are affected slightly less, and rice is affected
the least. The differences in these correlations are caused by
the differences in the plant’s biological structure. Maize and
soybeans are C3 plants and rice is a C4 plant. C4 plants
minimize photorespiration, making them less susceptible to
heat extremes (Bear and Rintoul, 2016). This is why rice
has a much lower correlation than maize and soybeans.
The yields of all three crops have been improving since
1970 due to improvements in technology such as irrigation,
pesticides, herbicides, fertilizers, and plant breeding. The
biggest unknown in this project is whether agricultural technology will continue to improve at its current rate or whether
crop yields will hit a limit. This project is not able to predict
this. Therefore, given the historical data, there is a best case
and a worst case scenario. The best case is that the technology will continue to improve at the same rate. However
even with this scenario, the improvements in yields will slow
down over time. For example, the improvements in maize
yield from 1980 to 2000 are about three times as much as
the improvements from 2180 to 2100 for high emissions (fig.
7b). The worst case scenario is that technology stops improving. If this happened, the results could be catastrophic
for the world’s food production capacity. The most likely
scenario is somewhere between these two extremes. Technology will most likely continue to improve, but the rate at
which it improves will probably slow down. In order to prepare for climate change, we should develop farming practices
and crop breeds that are resistant to stronger and more fre-

URL
https://www.khanacademy.org/
science/biology/photosynthesis-in-plants/
photorespiration--c3-c4-cam-plants/a/
c3-c4-and-cam-plants-agriculture
Butler, E. E., Huybers, P., 2013. Adaptation of us maize
to temperature variations. Nature Climate Change 3 (7),
68–72.
Butler, E. E., Huybers, P., 2015. Variations in the sensitivity
of us maize yield to extreme temperatures by region and
growth phase. Environmental Research Letters 10 (3),
034009.
URL
http://stacks.iop.org/1748-9326/10/i=3/a=
034009
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Crow, E. L., Davis, F. A., Maxfield, M. W., 1960. Statistics
Manual. Dover Publications, Inc.
Feng, W., 2016. MACA Data Portal.
URL
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Field, C., Barros, V., Dokken, D., 2014. IPCC, 2014: Climate change 2014: Impacts, adaptation, and vulnerability. part a. global and sectoral aspects. Tech. rep.
GlobalSoybeanProduction.com, 2016. Global soybean production.
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Figure 9: Same as figure 7, but for rice.
quent heat extremes. The location of where crops are grown
will also most likely move north to naturally colder climates.
Studies that predict future costs of climate change in a
dollar amount, such as a 22 billion dollar loss per year for
maize, provide a convincing argument to reduce fossil fuel
usage today. The total of these future costs should be compared to the cost of reducing to lower emissions through
energy efficiency and renewable energy sources.
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Executive Summary
Our goal was to create a program that can roughly predict the creation and spread of
wildfires using the variables input by the user, such as how many trees there are, the moisture of
the trees, and how big the forest is, and we believe we have achieved it.
We started with a simple program that generated a grid and randomly chose which cells
around it to ignite. As time progressed, we took into consideration more variables and made our
model more accurate. Currently, our program utilizes the variables treeDensity, gridSize, loops,
runs, fireRange, fuelMoisture, branchDiam, windSpeed, windDir, and slope.
First, the program takes the branchDiam and puts it through the function tries=2*branchDiam+16, in order to get tries, which is inversely proportional to branchDiam. Then, it
chooses randomly in a Gaussian (normal) distribution which cells to spread to, with the most
likely outcome being it spreading to the average of the slope and the wind direction, and the
standard deviation of the graph being the wind speed. Tries is the number of times it chooses
randomly where to spread. If it tries to spread to ground or burned trees, it can’t.
Furthermore, our visualization uses six different colors. They are: yellowgreen,
forestgreen, yellow, orange, red, black and gray. Yellowgreen is empty ground, forestgreen is
trees, yellow is the hottest fire, orange is a midrange fire, and red is the coldest fire.
In conclusion, our model can be used to show the relationship between different variables
and how they affect the spread of a fire.

Introduction
We are trying to simulate how wildfires spread by using an agent-based approach; having
“cells” that interact with other cells. In addition, we utilized a statistical approach. We created

variables defined by the user like tree moisture or tree density that the program incorporates to
predict how the fire will spread. Using this strategy, we can answer questions about how fire
spreads, like the effect of increased tree density or the branch diameter on fire spread. We can
also find out how these variables affect each other.
Moreover, our model was programmed entirely by us, and is not based on any other
software.

Background
Wind
Wind is the largest factor in how determining how wildfires will spread. Wind determines
in what direction embers and sparks will fly, and how fast, because sparks and embers are light
and can be picked up by the wind. If the wind is heading east, and all other variables are
eliminated, then the fire will spread east, because the sparks and embers will blow in that
direction.

Topography
Contrary to popular belief, fire spreads faster uphill than downhill. If a fire is lit in the
bottom of a valley, it will spread faster that if it had been lit at the top of a hill. This is due to the
fact that sparks and embers fly through the air before hitting the ground and igniting fuel. If the
fire is spreading uphill, it will have to travel a shorter distance through the air, therefore being
exposed to the cold air for longer, which will decrease its temperature, also decreasing the
likelihood that it will ignite fuel.

Random Distributions
In our program, we used two different random distributions, Gaussian (Normal), and
uniform. A Gaussian or normal distribution is when the data appears to follow a bell shaped

curve, with the most likely outcome being the middle one, and the least likely outcomes being
the two outer ones. Examples of gaussian distributions are heights, test scores, and weights. A
gaussian distribution is shown in Figure [1].

[1]. Source: GlobalSpec. Retrieved from http://www.globalspec.com/reference/69565/203279/11-5-the-normal-gaussiandistribution

A uniform distribution is where there is an equal chance of any outcome. Examples
include dice rolls, or picking marbles from a container (assuming there is an equal amount of
each type). An example is shown in Figure [2].

[2] Source: Ethan Fisk

Description

Cells
In our program, there is a grid made of cells. A cell is the space in which one tree can
reside. There are five different possible states for each cell. They are 0, 1, 2, 3 , 4, 5, and 6. 0 is
empty ground, and so does not burn, although fire can spread over it. 1 is a tree, which can catch
fire. At the beginning of the program, the grid is entirely made of 0s and 1s, except for a single
cell in the center. 2 is the hottest fire, which, as it runs out of fuel, will become cooler and cooler,
moving from 2 to 3 to 4, which is the coldest fire. After a 4 fire burns out, will become a 5,
which is burned ground. Nothing can spread to 5, but fire can spread over it.
At first, these were our only states, but we began to experience problems with fire trying
to spread outside the grid. Our solution was to make a seventh state called 6, which is a wall on
the outside of the grid, equal in thickness to the fireRange. Nothing can spread to it, which solves
our problem.

Variables
Our program uses the variables treeDensity, gridSize, loops, runs, fireRange,
fuelMoisture, branchDiam, windSpeed, windDir, and slope (all defined by the user) in order to
calculate how the fire will spread. treeDensity is the ratio of tree cells to total cells, expressed as
a whole percent. The denser the forest becomes, the more the fire will spread. gridSize is the side
length of the grid, in cells. The grid is always a square. Loops is the number of iterations in each
run, and runs is how many times the program is run. fireRange, based on the windSpeed, is the
distance a fire can spread, in cells. fuelMoisture, usually about 50%, is the percentage of the trees
that is water, the drier the trees, the more the fire will spread. branchDiam is the thickness, in
centimeters, of the branches on the fuel. The thinner the branches, he more the fire will spread.
An example is with grass. Grass is very thin, and so spreads very fast. Compare this with large
trees like sequoias and redwoods, which have much thicker branches, making them spread less.
windSpeed and windDir are the speed and direction of the wind. We made a
simplification and assumed that they are both constant. Slope is a list, and contains two numbers,
which are the slope of the x-axis and the slope of y-axis. If the slope is positive, then there is a
higher chance of spreading in that direction, and if the slope is negative, the inverse is true.

How the Fire Spreads
First, the program takes the branchDiam and puts it through the function tries=2*branchDiam+16, in order to get tries, which is inversely proportional to branchDiam. Then, it
chooses randomly in a Gaussian (normal) distribution which cells to spread to, with the most
likely outcome being it spreading to the average of the slope and the wind direction, and the
standard deviation of the graph being the wind speed. Tries is the number of times it chooses
randomly where to spread. If it tries to spread to ground or burned trees, it can’t.

Visualization
In our visualization, 0 is yellowgreen, 1 is forestgreen, 2 is yellow, 3 is orange, 4 is red, 5
is black, and 6 is grey. This follows reality, with yellow being the hottest fire, then
orange, then red, and burned fuel have a scorched black color. The grey cells are “walls” that we
put around the grid to keep it from spreading out of bounds (causing an error)
A fire after 50 iterations, with a forest density of 70%, no wind, a flat
landscape, 2 centimeter thick branches, and a tree water content of 50%

However, the program only makes a
visualization on the last iteration. This is because, if it were to print out all of the iterations a a
graph, in some cases it would print out hundreds of figures. To make the program more
manageable, we had it just print out the numbers until the last iteration.

Verification and Validation
We verified and validated our model our model by testing all our variables. When we set
the wind to go a certain direction, the fire spreads that direction, just like in reality. In addition,
when we have larger branch diameters, then the fire spreads more slowly, just like in reality.
Furthermore, when we increase the fuel moisture, the fire does not spread as well, just like in
reality. In our visualization, we use correct fire colors, ie. the coldest fire is red, and then orange,
then yellow. This is the hottest wildfires get (except for perhaps large conflagrations), but past
this fire turns white and then blue.
Moreover, fire needs three things to light. They are oxygen, fuel and heat. Oxygen is not
modeled in our program, but the fire needs fuel (this is why empty ground cannot light on fire),
and heat, which is why fires turn black and stop burning if they become too cold.

Results

This is a graph of the total burned cells compared to the tree density. With this you can
see that the amount of flames really spikes around 60, probably because it catches easier and
easier the more trees there are, and soon it reaches a turning point. We were unable to run it past
70, as our computers ran out of memory. We believe this is a bug in our program, or just that we
are using inefficient coding practices, but we are unsure. We hope to fix it in the future.

This figure shows the relationship between branch diameter and burned tree cells. The
thinner the branches, the more the fire will spread. In addition, the increase of burned cells
appears to be linear.

Conclusions
In conclusion, our model can be used to show the relationship between different variables
and how they affect the spread of a fire. The variables include treeDensity, gridSize, loops, runs,
fireRange, fuelMoisture, branchDiam, windSpeed, windDir, and slope. In addition, our results
validate our model by showing that it accurately predicts how fire spreads based on different
variables.
Furthermore, our most significant achievement was successfully creating a model that
predicts how a wildfire will spread using different variables, which in our present model include
branch diameter, fuel moisture, forest density, wind speed, wind direction, the topography of the
landscape, the forest size, and the fire spread range, which were goals we outlined in our
proposal.

In the future, we hope to talk more with Dr. Michael Brown and improve the accuracy of
our model.
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Abstract
With the looming threat of global warming and climate change, more people are leaning
towards green transportation. However, people need an alternative means of transportation that is
widely available to everyone. Currently, there is research being done on a unique means of green
transportation: fuel efficient self-driving car trains. Several computer models using NetLogo
have been created to show the safety of these self-driving cars. The most updated model
incorporated a highway setting that had two separate multi-lane highways, one with self-driving
cars and the other with human driven cars. Data was collected by examining the speed limit and
the distance between cars over various model parameters. It was demonstrated that self-driving
cars could withstand higher speeds with a smaller distance between them than human driven
cars. This data gives validity to the theorized benefits of a self-driving car train. Additionally, it
offers a new, more efficient means of travel that will be available for the general public. Based
on the data collected, it is safe to say self-driving cars could be the newest fuel-efficient
alternative means of travel.

Problem Statement
With the looming threat of global warming and climate change, more people are leaning
towards green transportation. However, people need an alternative means of transportation that is
widely available to everyone. Even though train travel can be more efficient than car travel, it
lacks popularity. In addition, the U.S. currently doesn’t have the infrastructure to support large
scale train travel. Also, the advantages to train travel can be negated by the frequency of stops,
the travel to and from stations, and the number of people using the train. However, there is an
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alternative. Currently, there is research being done on a unique means of green transportation:
fuel efficient self-driving car trains, also known as platooning. Platooning is when cars drive in a
train-like fashion by driving in tight formations, increasing fuel efficiency by up to 25% more
than current travel methods. Unfortunately, platooning is high unsafe for the regular driver due to
“the delays in human drivers perceiving and reacting to speed changes of the vehicles ahead,”
according to researchers from the Centre for Integrated Energy Research. Fortunately, by 2040,
75% of automobiles will be fully automated as stated by the Institute of Electrical and
Electronics Engineers, potentially making self-driving car trains feasible. This caravan of cars
would incorporate some of the aerodynamic advantages of a traditional train, plus the comfort
and convenience of a personal car. In order to see some of the effects of a self-driving car train, a
NetLogo model was created.

Methods/Materials
First, a basic driving template was found in the NetLogo models library. Then, a model
comparing self-driving cars to human drivers was created by editing this basic template. Human
drivers have around a 0.15 or more second reaction time before they actually react to stimuli.
This model incorporated this reaction time for the human drivers. This first model had two
separate roads with one lane each. One road had only human drivers while the other had
self-driving cars, distinguished by blue and red, respectively. The model begins with randomly
placed cars at random speeds. The cars then speed up or slow down in accordance to the speed
limit and the cars around them to form a car train. Then, a sudden “obstruction” appears in a
random spot and the cars react accordingly. After creating the first model, it was determined that
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in order to make the model more realistic, the obstruction should have a fixed position instead of
a random one. This was because in the real world, one can often see an obstruction ahead, being
able to react accordingly instead of there being a surprise obstruction. After observing
qualitatively, that after about 30 seconds the cars started driving the speed limit at a set distance
away from each other, another model was created.
The next model assumed that the cars had been driving for a while in a single lane
highway setting. This model was the same as the previous one with two exceptions. First, in this
model all the cars started driving the speed limit with a fixed distance between the cars. This
distance was based upon the two second rule. The two second rule states that the cars should be
far enough away from each other that they should be able to stop without hitting the other car in
two seconds. Later, the two seconds became a variable named “trailing-time”, set before each
model run. Second, this model had the cars drive towards a fixed obstruction that was present
from the beginning of the model. After some research, it was determined that the self-driving
cars should have some sort of wireless communication. This was another feature of the
self-driving car that has been proposed to increase safety. After implementing the wireless
communication, however, it was deduced that, since the cars have no reaction time, the wireless
communication had no effect on the model. While it might be useful in the real world, because of
the limiting constraints of this computer model the wireless communication was removed from
all further models.
It was later realized that often times the “obstruction” in front of a car is another car. In
order to emulate this, the fixed obstruction was eliminated and the cars just reacted to each other.
It was determined that in the current model, the cars would react the same way whether the car in
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front was slowing down or stopped because of a crash: slamming on the brakes. This is not very
realistic as people usually only slam on the brakes if the car in front suddenly stops or slows
down. Because of this, a better algorithm for calculating speed was created.
Next, a third model was created to revise the methods for adjusting the cars’ speeds. This
new model incorporated a function to determine how fast or slow the car needs to accelerate or
decelerate instead of a using a constant for acceleration and deceleration. This algorithm was a
function of the time it would take for the car to reach the car in front of it. If this time was less
than two seconds, the car would slam on the brakes, if the time was greater than the maximum
trailing-time, the car would speed up. If the time was in between these variables, the car would
use calculated value from the function.
Finally, it was suggested to see how the cars behave in a highway setting with multiple
lanes. A new model was created to show the cars changing lanes. While changing lanes, a
constant speed towards the y-axis was used and the car was able to change their x-axis speed
according to the speed algorithm. The y-axis represents the change from one lane to another and
the x-axis represents a single lane. Then, the arcsine function was used to figure out the angle the
car should travel based on the two speeds.
This model also incorporated an update to the speed algorithm. The cars now reacted less
strongly to a car that is changing lanes than to a car that is in its own lane. In this model, changes
to the reaction time were made. It was discovered that there are three different types of reaction
time ranging from 0.15 seconds to 1.25 seconds. For this reason the reaction time for the cars
was changed. 85% of the regular cars would have a reaction time of 0.7 seconds and the other
15% would have a reaction time of 1.25 seconds.
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While creating this model, a problem regarding the method to react to other cars was
found. The original method looked in front of the car to find obstructions; however, in the new
model, it is important to react to cars on the side of the car. Because of this, a new method was
devised. Unfortunately, this new method calculated the distance between all the cars and found
the minimum distance and reacted to that car. However, the car closest to the car would be itself.
Plus, once that problem was dealt with, the car would react to something behind it by slowing
down which would just create a crash. This method then had to be revised to only look for cars in
front of itself. Once this was accomplished, another problem was encountered. The units used
for calculations in the model were not correct and upon inspection it was not easily apparent
what the error was. However, after thorough investigation the errors were found and corrected.
Data was then collected by running the model and recording the amount of time, in
seconds, it took for each the self-driving car and the regular cars to crash. Two speed limits were
tested. First 75 miles per hour was tested with a constant y-axis speed of one mile per hour.
Then 75 miles per hour was tested with a constant y-axis speed of 2 miles per hour. Then the
process was repeated for 90 miles per hour. For each of these trials, the trailing time was
incremented by 0.1 seconds from 0.1 seconds to two seconds. 145 runs were executed for each
increment. Then a graph was created to display this data.

Validation of the Model
In order to convert real world units into the model, a conversion factor of miles per hour
to patches per tick was used. It was determined that there would be 100 ticks in a second and that
the length of a car in the model would be 14 feet, which is the average length of a car. Since each
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car took up 1 patch, this meant that there would be 14 feet per patch. Then, research was
conducted to find the average reaction times of humans. This ranged from 0.7 seconds to 1.5
seconds according to Doctor Marc Green, an expert in human reaction time. Then, research was
done to find the average acceleration and deceleration of the cars. In these models a lot of
qualitative data regarding cars was applied. This includes the ways cars react to each other and
behave on the road. The model was further validated and made to be more realistic by the
extensive process of different model designs over time outlined in the Methods.

Results
Results for the Human drivers and self-driving cars are outlined below in the two line graphs.
145 runs were done at every iteration of trailing time leading to over 2000 pages of raw data. The
data was then analyzed by custom Java code and outputted into human readable data tables
which were used to produce the following line graphs:
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Conclusion
The data collected in the models show that, for a given speed and lane change speed,
self-driving car trains are capable of maintaining a smaller trailing time, or distance between the
individual cars, than human drivers. For example in the 75 mph speed and 1 mph lane change
speed simulations, nearly 80% of human driving runs crashed, when only 5% of self-driving cars
did for the same given trailing time of 0.6 seconds, a significant difference. Additionally, the
data collected demonstrates that self-driving car trains are able to maintain faster speed-limits,
given the same lane change speed and trailing time. For instance, given 1.2 second trailing time
and 1 mph lane change time, 7% of human car runs crashed at 75 mph and 48% at 90 mph, while
0% of self-driving cars crashed at 75 mph and only 0.67% at 90 mph. This data shows that the
self-driving cars are not only less accident prone given the same trailing distance, but also
capable of staying safer than human driver car trains even at higher speed-limits. Next, the trend
8

in the data shows that, as the trailing time or distance between individual cars increases, the
percent of accidents that occur decreases. This was expected as greater distance between the cars
gives more time and space to react to sudden changes, lowering the number of accidents. Since
the data aligned with this expectation, this helps prove the fundamental validity of the model.
Finally, for differing lane change speeds, it is clear that higher speeds lead to a greater number of
crashes. For example, at 75 mph speed and 1.3 second trailing time, 40% of the humans crashed
at 1 mph lane change speed, while 51% of humans crashed at 2 mph lane change speed. This
data demonstrates that faster lane changes are possible, but this needs to be taken with a grain of
salt, as it potentially would lead to more accidents.
All of this data supports the argument/hypothesis that self-driving cars will be able to
travel safely in a caravan like fashion where the cars are close and fast enough together to reap
the fuel-efficient benefits of trains. Unfortunately, because this model lacks various realistic
qualities the data should not be regarded as concrete. However, this should not prevent people
from realizing the potential of self-driving cars and their unique fuel-efficient qualities. In the
future, we hope to model fuel efficiency along with the speed limit of self-driving car trains.
The models created incorporate some characteristics of self-driving cars that would
enable them to become the best and safest mode of transportation. These models show that the
reaction time of humans limit them in terms of safety. Because self-driving cars lack a reaction
time, they could be the safest mode of transportation available to people in the U.S. and around
the world. Plus, because of a lack of reaction time, the self-driving car will be able to travel in a
train-like fashion making it the most fuel efficient mode of transportation.

9

Acknowledgements
This project would not have been possible without several people. We would like to
acknowledge our mentor, Wayne Witzel, of Sandia National Laboratories, as well as Ms. Debra
Johns for facilitating this project. Last, we would like to thank our families for supporting this
endeavor.

10

Works Cited
1. "Energy Efficiency in Transportation." Wikipedia. Wikimedia Foundation, 06 Mar. 2017.
Web. 25 Aug. 2016.
2. Green, Marc. "Visual Expert Human Factors: Driver Reaction Time." Visual Expert
Human Factors: Driver Reaction Time. N.p., 2013. Web. 12 Dec. 2016.
3. "IEEE News Releases." IEEE - News Releases. Advancing Technology for Humanity, 05
Sept. 2012. Web. 04 Apr. 2017.
4. Millward, David. "Self-drive Cars a Step Closer with the Car Train." The Telegraph.
Telegraph Media Group, 20 Sept. 2012. Web. 23 Aug. 2016.
5. Vehicle Stopping Distance and Time. Ottawa: n.p., 1986. National Association of City
Transportation Officials. Web. 20 Nov. 2016.
6. Wadud, Zia, Don Mackenzie, and Paul Leiby. "Help or Hindrance? The Travel, Energy
and Carbon Impacts of Highly Automated Vehicles." Transportation Research Part A:
Policy and Practice 86 (2016): 1-18. Science Direct. Web. 2 Apr. 2017

11

